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Abstract—Companies and researchers rely heavily on the
National Vulnerability Database (NVD) in order to be cognized of
the threat environment they face. However, research shows only
about 5% of reported vulnerabilities are eventually exploited.
Our study compares exploited and non-exploited vulnerabilities
to provide valuable insights for advancing research on effec-
tive vulnerability prioritization. To achieve this, we compile a
database of over 4,000 exploited vulnerabilities, spanning 5 years,
from 2019 to 2023. We further mine this dataset to uncover trends
and patterns that relate to how exploited vulnerabilities differ
from non-exploited ones and how exploited vulnerabilities evolved
over the 5 year spans of our study. We found that exploited
vulnerabilities differed from non-exploited vulnerabilities with
respect to combinations of CVSS score attributes, but not with
respect to the attributed CVSS score when considered in isolation.
We further found that exploited vulnerabilities were largely stable
over time for the duration of the study, and that widely used
security resources are not concordant with the data we observed.

Index Terms—Security vulnerabilities, Mining software vul-
nerabilities, empirical studies, software security

I. INTRODUCTION

The National Vulnerability Database (NVD)1 is an im-
portant source of information for security professionals and
researchers alike. Every day, more than a hundred new vulner-
abilities are reported to NIST, analyzed, and aggregated into
the NVD database. These vulnerabilities span nearly every
commonly used software, across all industry. As a result, the
NVD is a vital resource for security researchers who want to
learn more about the current state of security as well as for
security professionals who need to comprehend the threats that
their organizations face.

While the NVD itself includes over 140,000 entries, it is
important to stress that only a small fraction —below 5%
according to some studies [1], [2], will ever be employed
by malicious adversaries as part of real-life attacks. Dis-
tinguishing exploited vulnerabilities from non-exploited ones

1https://nvd.nist.gov/

is crucial. For security professionals, it is the first step to
vulnerability prioritization, and to allocation scarce resources,
and an essential component of a realistic study of the current
threat landscape.

Unfortunately, because of the sensitive nature of cyberat-
tacks, the field suffers from a frequently lamented paucity of
trustworthy data on the topic. Uncertainty about whether or
not a given vulnerability may be exploited or not hampers
efforts to patch the most pressing vulnerabilities promptly.
Furthermore, the vast number of unexploited vulnerabilities
makes it difficult to mine the NVD for high-quality data for
trends and patterns w.r.t. cyberisks, or to draw actionable
lessons for software developers.

To address these issues, in this paper, we compile a dataset
of over 4,000 vulnerabilities that have been actively exploited
as part of real life attacks during a five-year period (2019-
2023). The data has been harvested from four reputable
databases, which, when combined, create a comprehensive
snapshot of the vulnerability exploitation landscape. Using this
data as basis, we study how exploited vulnerabilities differ
from non-exploited ones, as well as how the exploitation of
vulnerabilities evolved during the period of our study. We
further evaluate other widely-used security resources in the
light of our dataset.

The study reveals trends and patterns that are useful for
both security professionals and researchers, improving un-
derstanding of the attributes that affect the exploitation of
vulnerabilities with the objective to help organizations for
a more effective allocation of scarce resources, particularly
with respect to vulnerability prioritization, an omnipresent
preoccupation for organizations of all sizes.

The contributions of this paper are as follows:
• We perform an in-depth analysis of the data to uncover

how exploited vulnerabilities differ from non-exploited
ones using a range of attributes. We further examine the
evolution of actively exploited vulnerabilities over a five-



year period to uncover trends and patterns. Finally, we
cross-reference our findings with widely-used security re-
sources to provide a comprehensive understanding of the
factors that influence the exploitability of vulnerabilities.

• We compile a dataset of vulnerabilities that have been
actively exploited during a five-year span, and make this
data available to the research community 2.

The remainder of this paper is organized as follows:
Section II described the construction of our dataset and lays
out our research questions. Sections III-V answer the three re-
search questions at the core of our study. Section VI discusses
threats to the validity of the experiment. Section VII reports
on related work. Concluding remarks are given in section VIII

II. STUDY SETUP

A. Goals and Research Questions

Recent studies, such as [3], [4], have shown that not all
vulnerabilities classified as severe or for which exploit code
is provided are actually used by attackers. As a result, our
study specifically targets vulnerabilities that have been actively
used in real-world attacks. By studying the characteristics
of vulnerabilities that are actually utilized by adversaries as
part of real-life attacks, our research will help us obtain a
more realistic view of the threats that organizations face.
This will then serve as the foundation for enhancing intrusion
detection, prioritizing vulnerabilities, and other cyberdefense
components.

The primary objective of this research is to identify which
types of vulnerabilities are more likely to be exploited in the
wild. To achieve this goal, we seek to answer the following
research questions (RQs):

• RQ1: How do exploited and non-exploited vulnerabilities
differ with respect to various attributes (e.g., CVSS score,
CWE, vendors)?

• RQ2: How have exploited vulnerabilities evolved over
the five years of the study?

• RQ3: How does our data align with other trusted
sources of vulnerability information (e.g., EPSS, Mitre,
OWASP)?

In RQ1, we aim to analyze various attributes of vulnerabil-
ities and compare them between exploited and non-exploited
cases. This comparison will provide insights for future re-
search studies focused on predicting the exploitability proba-
bility of vulnerabilities. Given the high volume of vulnerability
reports published daily and the limited resources available to
organizations, the prioritization of some vulnerabilities over
others for mitigation is an important topic of research.

In RQ2, we investigate how exploited vulnerabilities have
evolved over a five-year period (2019-2023). This analysis
aims to uncover trends and patterns to better understand the
factors that drive the exploitation of vulnerabilities.

Finally, the objective of RQ3 is to enhance our study by
comparing our observations to other trusted data sources to

2https://zenodo.org/records/14026455

determine if they are concordant. More specifically, we wish to
ascertain if the lists of top security risks published by OWASP
and MITRE are consistent with our observed data. Likewise,
we examine the initial score assigned to each vulnerability
by the Exploit Prediction Scoring System (EPSS) [1], which
reflects the probability that a vulnerability will be exploited
in the subsequent 30 days, and again contrast it with our
observed data. All three of these resources are widely relied
upon by security professionals for tasks such as vulnerability
prioritization and resource allocation. It is thus crucial to
determine if this data is consisted with our own observations
and findings. It particular, it is essential to know if they
correctly pinpoint the vulnerabilities that are actually used by
malicious adversaries, rather than simply reported to NVD but
never employed in actual attacks.

B. Datasets

We constructed our dataset from multiple distinct sources.
Figure 1 illustrates the resources and the corresponding data
extracted from each. The NVD repository provides CVE
reports for each reported vulnerability. Each report contains a
number of attributes that provide additional information about
the underlying vulnerability. These attributes served as the
foundation for both our analysis of the comparison of exploited
and non-exploited vulnerabilities (RQ1) and the evolution of
vulnerabilities over time(RQ2). We focused on several key
attributes, including: CVSS (Common Vulnerability Scoring
System), which provides a quantitative measure of a vulner-
ability’s severity; CWE (Common Weakness Enumeration),
which maps vulnerabilities to specific software weaknesses;
and CPE (Common Platform Enumeration), which identifies
the associated vendors and products affected by the vulner-
ability [5]. Additionally, for RQ3, we obtained the lists of
the most dangerous CWEs from MITRE and OWASP, as well
as the initial EPSS score for each vulnerability, supplied by
First.org, a widely source of data for security professionals.

Fig. 1. Overview of Study

For this study, we require a list of CVEs that have been
actively exploited in the wild meaning that they have been used



in real-world cyber attacks by malicious actors. To compile
this list, we aggregated data from four reliable sources:

1) CISA3: A database of actively exploited vulnerabilities
maintained by the Cybersecurity and infrastructure se-
curity agency.

2) Greynoise4: Proprietary data obtained from Internet-
wide scans performed by the firm Greynoise.

3) ClamAV5: The database of malware signatures used by
the open-source antimalware kit ClamAV.

4) Secureworks6: Proprietary data generated by the cyber-
security firm Secureworks.

Apart from CISA, which provides a publicly accessible
dataset of vulnerabilities exploited in the wild, the other three
datasets were obtained by directly contacting the respective
organizations and acquiring their data for this research study.

The four data sources reveal a surprising level of dissim-
ilarity. Figure 2 illustrates the Venn Diagram of the number
of vulnerabilities uncovered by each of the 4 sources. Only
two vulnerabilities are common across all four sources, while
3,471 (86.6%) of the exploited vulnerabilities were detected
by just one of the sources. Given this disparity, we included
all four sources in our study to ensure that our dataset is as
complete as possible.

We consider that a vulnerability is ‘Exploited’ if it figures
in any of these 4 datasets, otherwise we consider it ‘Non-
exploited’. In total, for the five years of our study, the NVD
reported 111,331 vulnerabilities. We found that 4,008 out of
111,331 (3.60%) are reported as exploited by at least one of
the four authorities listed here. This is in line with previous
research [3], [6], which indicates that between 2 and 5 percent
of all vulnerabilities are eventually exploited.

Fig. 2. Venn Diagram of the number of vulnerabilities uncovered by each of
the 4 sources used in this paper.

III. COMPARING EXPLOITED AND NON-EXPLOITED
VULNERABILITIES ATTRIBUTES

In this section, we aim to answer the first research question:

3https://www.cisa.gov/known-exploited-vulnerabilities-catalog
4https://www.greynoise.io/
5https://www.clamav.net/
6https://www.secureworks.com/

RQ1 - How do Exploited and Non-Exploited vulnerabil-
ities differ with respect to various attributes (e.g., CVSS
score and CWE).

We conducted an empirical study examining each attribute
individually and in combination (e.g., Impact and Attack
Complexity) to better understand their relationship with ex-
ploitability. We began by comparing the attributes of ex-
ploited vulnerabilities with those that were not exploited.
These attributes include CVSS scores, CWEs, and CPEs,
as well as combinations of attributes such as Impact and
Attack Complexity, all of which were extracted from their
respective NVD reports. In the following sections, we first
present the methodology for comparing attributes of exploited
and non-exploited vulnerabilities, followed by the results and
discussion.

A. Methodologies

1) CWE: Each vulnerability recorded by NVD is assigned
a CWE, which indicates the type of weakness at its root.
Common CWEs include software flaws such as ‘Buffer over-
flow’ or ‘SQL injection’, as well as conceptual flaws such
as ‘improper validation of input’. CWEs are organized in
a hierarchy that highlights the relationship between related
categories of attacks.

To investigate the extent to which CWEs differ between
exploited and non-exploited CVEs, we extracted CWE in-
formation for each CVE from NVD. For each CWE, we
calculated the number of CVEs that were exploited and those
that were not exploited. For the purpose of this analysis,
we excluded vulnerabilities whose CWE was given as NVD-
CWE-noinfo or NVD-CWE-other, since these CWEs may be
associated with any one of an eclectic collection of unrelated
software flaws. We also excluded CWEs with fewer than
10 exploited or non-exploited CVEs from our analysis. This
was done to avoid a situation where rare CWEs have an
outsized representation in the results. For example, CWE-
189 (numeric error), occurs only twice in our dataset, one of
which is exploited, an exploitation rate of 50%. This is a very
high rate of exploitation, but hardly significant considering
the minuscule number of CVEs concerned. We tested the
following null hypothesis for CWEs:

H0: There is no significant difference between CWEs in
exploited and non-exploited CVEs.

We first used the Shapiro-Wilk test [7] to assess normality,
yielding a p-value below 0.05, which indicated a non-normal
distribution. Consequently, we applied the Wilcoxon Signed-
Rank test, a non-parametric test suited to such data. A p-value
below 0.05 from the Wilcoxon test [7] led us to reject the null
hypothesis, confirming a significant difference between CWEs
in exploited and non-exploited CVEs.

Exploitation Ratio- We computed the Exploitation Ratio
(ER) to quantify the likelihood of a CWE being linked to
exploited vulnerabilities, calculated as follows:

ER =
Number of Exploited CVEs with CWE

Total Number of CVEs with CWE
(1)



where a higher ER indicates a CWE is more often associated
with exploited vulnerabilities, while a lower ER suggests
association with non-exploited vulnerabilities.

Odds Ratio- The Odds Ratio (OR) [8] compares the odds
of a vulnerability being exploited vs. non-exploited:

OR =

(
Exploited CVEs with CWE

Non-Exploited CVEs with CWE

)
(

Exploited CVEs without CWE
Non-Exploited CVEs without CWE

) (2)

An OR greater than 1 suggests the CWE is more frequent
in exploited CVEs; OR greater than 1 suggests it is more
common in non-exploited CVEs.

The Exploitation Ratio (ERCWE) provides an absolute
measure of how often a CWE is associated with exploited
vulnerabilities. In contrast, the Odds Ratio (ORCWE) is a
relative measure, comparing the likelihood of exploitation for
vulnerabilities with a specific CWE versus those without it.

2) CVSS: To examine differences in CVSS scores between
exploited and non-exploited vulnerabilities, we extracted key
CVSS attributes for each group and conducted a Chi-square
test to see if value distributions significantly differed. The
metrics analyzed included:

• Scope: Whether exploitation affects systems beyond the
immediate environment (Changed or Unchanged).

• Attack Vector: Required access level (Local, Network,
Adjacent Network, or Physical).

• User Interaction: Whether user interaction is needed
(None or Required).

• Privileges Required: Privilege level necessary (High,
Low, or None).

• Base Score: Severity score (0–10), grouped in intervals
of two.

The null hypothesis (H0) for each metric was:
H0: The distribution of values for each CVSS metric be-

tween exploited and non-exploited vulnerabilities is the same.
3) High impact and Low attack complexity: Previous stud-

ies [9]–[11] found that vulnerabilities exhibiting the combina-
tion of high impact and low attack complexity (HiLac) have a
significantly higher probability of being exploited. We tested
this hypothesis within our dataset. Specifically, we examined
whether vulnerabilities that demonstrate the HiLac attribute
have a substantially higher likelihood of being exploited.

For each year in our dataset (2019, 2020, 2021, 2022,
and 2023), we collected data on CVEs that fell into the
following four categories: (1)Exploited and exhibiting the
HiLac attribute; (2)Not exploited but exhibiting the HiLac
attribute; (3)Total number of exploited CVEs for that year
(regardless of HiLac status) and (4)Total number of non-
exploited CVEs for that year.

To assess whether the observed differences were statistically
significant, we performed a Chi-Square test [7] for indepen-
dence using the contingency table data. The null hypothesis
(H0) stated:

H0: There is no significant association between the HiLac
attribute (High Impact, Low Attack Complexity) and the like-
lihood of exploitation.

The reason for conducting this analysis on a yearly basis is
that older vulnerabilities have a longer window of exposure,
giving attackers more time to exploit them compared to newer
vulnerabilities. Studying the data annually provides greater
accuracy in understanding how exploitation trends evolve over
time, as it accounts for differences in the time available for
exploitation.

Odds Ratio (OR)- The Odds Ratio measures the odds of
exploitation for vulnerabilities with HiLac compared to those
without HiLac. It is calculated using the following formula:

OR =
HiLac Exploited/Non-HiLac Exploited

HiLac Non-Exploited/Non-HiLac Non-Exploited
(3)

Where:
• HiLac Exploited: The number of exploited CVEs with

HiLac.
• Non-HiLac Exploited: The total exploited CVEs minus

those with HiLac.
• HiLac Non-Exploited: The number of non-exploited

CVEs with HiLac.
• Non-HiLac Non-Exploited: The number of non-exploited

CVEs minus those with HiLac.
An Odds Ratio greater than 1 indicates that CVEs with

HiLac are more likely to be exploited compared to those
without HiLac.

Relative Risk (RR)- The Relative Risk measures the prob-
ability of exploitation for CVEs with HiLac relative to those
without it. It is calculated using the formula:

RR =
HiLac Exploited/Total Exploited

HiLac Non-Exploited/Total Non-Exploited
(4)

where Total Exploited is the total number of exploited CVEs
and Total Non-Exploited is the total non-exploited CVEs for
the year. An RR greater than 1 suggests HiLac CVEs are more
likely to be exploited than non-HiLac CVEs.

B. Results and Discussion

1) CWE: The result of the Shapiro-Wilk test yielded a
p-value of 6.511520633380802e-38, indicating that the dif-
ferences between the number of CVEs Exploited and those
of Non-exploited for each CWE do not follow a normal
distribution. Therefore, the Wilcoxon signed-rank test was
employed to compare the exploited and non-exploited counts.
The test resulted in a p-value of 5.448412846106782e-68,
confirming that there is a statistically significant difference
between exploited and non-exploited CWEs. To further un-
derstand these differences, we calculated an “Exploitation
Ratio” for each CWE. This ratio served as an indicator of
the likelihood of exploitation for each CWE. Top 20 CWEs
with the highest Exploitation Ratio are given in Table I. These
20 CWEs account for 58.65% of all exploited CVEs.

Looking at the top most exploited CWEs yields a few
interesting insights. The list is topped by CWE-913: Improper
Control of Dynamically-Managed Code Resources, which



TABLE I
EXPLOITED VS NON-EXPLOITED CVES AND EXPLOITATION RATIOS BY

CWE

CWE ID # of Exploited CVEs # of Non-Exploited CVEs Exploitation Ratio Odd Ratio
CWE-913 8 32 0.2 5.69
CWE-77 154 948 0.14 3.82
CWE-78 314 2034 0.13 3.78

CWE-917 16 137 0.10 2.66
CWE-502 84 799 0.09 2.42
CWE-94 67 664 0.09 2.32

CWE-843 29 301 0.08 2.19
CWE-444 14 151 0.08 2.11
CWE-787 568 7439 0.07 1.89
CWE-22 194 2549 0.07 1.77
CWE-88 10 135 0.07 1.68

CWE-306 62 857 0.07 1.65
CWE-918 49 759 0.06 1.47
CWE-119 53 865 0.06 1.39
CWE-798 45 753 0.06 1.36
CWE-120 94 1630 0.05 1.31
CWE-59 24 421 0.05 1.29

CWE-287 74 1321 0.05 1.27
CWE-434 84 1578 0.05 1.21
CWE-121 9 176 0.05 1.16

captures a host of issues related to dynamic programming.
This is actually a rare CWE, with only 40 occurrences in our
dataset, but the few occurrences that are reported are exploited
at a disproportionate rate. The next three most commonly
exploited entries all relate to injection attacks: CWE-77, CWE-
78 and CWE-917 (CWE-77 is the parent type to the other 2,
and of another CWE with a high exploitation ratio, CWE-88).

Of the remaining top 15 flaws, 4 concern buffer overflow
vulnerabilities: CWE-787, CWE-119, CWE-120 and CWE-
121. Three other entries relate to path traversal attacks, or
other file management issues. These are fairly well-understood
issues, commonly discussed in entry-level security program-
ming classes, and their continued presence on a list of most
commonly exploited vulnerabilities is a disheartening finding.

We were also surprised by the absence on this list of
several very common software flaws. For example, Cross-site
scripting has grown to become one of the most frequent attack
vector (309 entries are reported in our study). It fact, its the
third most common CWE amongst exploited vulnerabilities.
However, the sheer number of reported CVEs that are of
this type means exploitation is common, the exploitation ratio
is actually low. The same can be said of other commonly
exploited vulnerabilities including CWE-755 (use after free)
and CWE-89 (SQL injection).

2) CVSS: The results of the analysis of CVSS attributes are
reported in Table II. Upon initial analysis, exploited and non-
exploited vulnerabilities show only minor, non-statistically sig-
nificant differences in the CVSS attributes under consideration.
The only outlier is the Base score, which does show a statisti-
cally significant (albeit small) difference. Note that the average
base score for exploited vulnerabilities is 8.04, contrasted with
7.11 for non-exploited ones. Since the Base score is computed
from the other CVSS attributes, this counter-intuitive results
seems to indicate that while no individual CVSS attributes is
a string predictor of exploitability, the combination of specific
metric values may signal that a vulnerability is likely to be
exploited. We will return to this topic below.

3) HiLac: Our result confirm previous studies that found
that vulnerabilities that exhibit the combination of high impact

TABLE II
COMPARISION OF CVSS ATTRIBUTES IN EXPLOITED AND

NON-EXPLOITED VULNERABILITIES

CVSS Metric Value % non-expl. % expl. Chi-sq value

Scope Changed 18.29 12.84 0.385
(no diff.)unchanged 81.71 87.16

Attack
Vector

Adjacent
Network 2.23 1.70

0.527
(no diff)

Local 24.26 17.14
Network 72.45 80.88
Physical 1.07 0.28

User
Interaction

None 65.88 79.18 0.051
(no diff.)Requiered 34.12 20.82

Privileges
Required

High 9.98 9.01 0.659
(no diff.)Low 31.61 26.38

None 58.40 64.60

Base Score

0-2 0.01 0.00

0.012
(diff.)

2-4 1.97 0.46
4-6 26.09 11.54
6-8 44.78 39.78
8-10 27.15 48.23

and low attack complexity (HiLac) have a substantially higher
probability of being exploited. The odds ratios for the years
2019, 2020, 2021, 2022, and 2023 were 2.04, 2.12, 2.23,
3.09, and 3.22, respectively. This suggests that the odds of
exploitation for vulnerabilities with HiLac are approximately
2 times higher compared to those without this attribute across
the analyzed years.

Additionally, the relative risk values for each year (1.44 in
2019, 1.46 in 2020, 1.48 in 2021, 1.58 in 2022, and 1.66 in
2023) further support this finding, showing that vulnerabilities
with HiLac have between a 44% to 66% higher likelihood of
being exploited compared to other vulnerabilities. Moreover,
the Chi-Square p-values for all years were extremely low
(p − value < 0.05), indicating that the observed differences
between exploited and non-exploited vulnerabilities with Hi-
Lac are statistically significant. While it may not be surprising
that adversaries focus on vulnerabilities that are both easy to
exploit and have high impact, we were surprised by the extend
by which such vulnerabilities where targeted. We turned our
attention to vulnerabilities that did not share this combination
of metrics, but were nonetheless exploited. In particular, we
inspected vulnerabilities that were exploited even though they
exhibited high attack complexity and low impact (LiHac).
In other words, vulnerabilities that an adversary choose to
utilize even though doing so may have required more effort
and yielded less results. Our dataset contained 2012 such
vulnerabilities, of which 53 are exploited (2.6%).

We found that such vulnerabilities almost exclusively target
large vendors, with Oracle, Microsoft, NetApp, Debian and
Fedoraproject being the five most commonly targeted vendors.
Except for NetApp, these vendors also top the list of most
commonly targeted vendors when all CVEs are considered.
Exploited LiHac vulnerabilities did seem to differ from other
exploited vulnerabilities with respect to the CWEs they rep-
resented. The top five CWEs for exploited LiHac vulnerabil-
ities are CWE-362 (Race Condition), CWE-444 (HTTP Re-
quest/Response Smuggling), CWE-367(Time-of-check Time-



of-use ), CWE-476 (NULL Pointer Dereference) and CWE-
295 (Improper Certificate Validation). None of these CWEs
are particularly common among non-LiHac vulnerabilities.

Finding 1 :

Exploited and non-exploited vulnerabilities exhibit val-
ues for CVSS attributes that are largely similar, though
some combinations of values are indicative of a higher
likelihood of exploitation. In particular ‘HiLac’ vulner-
abilities (High Impact- Low Attack complexity), are
twice as likely to be exploited that other vulnerabilities.
A disproportionate amount of exploited vulnerabilities
are caused by a small number of CWEs; the top
20 most exploited CWEs capture than 58% of all
exploited CVEs. CWEs related to injection attacks and
buffer overflow are particularly at risk.

IV. TRENDS IN EXPLOITED VULNERABILITIES OVER 5
YEARS

We aim to answer the following question regarding ex-
ploited vulnerabilities:

RQ2: How have exploited vulnerabilities evolved over
the five years of the study?
A. Methodology

To investigate patterns in exploitability across various at-
tributes of vulnerabilities, we conducted a multi-step analysis
focusing on annual exploitation rates, commonly targeted
vendors, CVSS attributes, and CWE patterns over a five-year
period (2019–2023).

1) Exploitation rate: We calculated the annual exploitation
rate by dividing the number of exploited vulnerabilities by
the total reported vulnerabilities for each year. This rate was
compared across the five-year span to identify outliers and
trends in exploitation frequency.

2) CPE: We identified the top ten most targeted vendors
for each year based on the number of exploited vulnerabilities
associated with each vendor. To test for stability in vendor
targeting, we applied the Cochran Q test [12] to assess whether
the top ten vendors remained consistent across years, and the
Friedman test [7] to examine if the ranking of these vendors
varied annually. Both tests use the following null hypothesis:

H0:There are no statistically significant changes in vendor
targeting or ranking over the study period.

3) CVSS: We performed a Chi-square test on selected
CVSS attributes (Attack Vector, Attack Complexity, Privi-
leges Required, User Interaction, and Scope) to determine if
their distributions differ between exploited and non-exploited
vulnerabilities. For each attribute, the null hypothesis is as
follows:

H0: There are no statistically significant differences in the
distribution of values for each CVSS attribute of interest
between exploited and non-exploited vulnerabilities.

The Chi-square test compares the observed distribution
of each attribute’s values across exploited and non-exploited
vulnerabilities.

4) CWE: In order to determine if the CWEs chosen by
adversaries for exploitation are stable across the five years of
the study, we once again relied upon the Exploitation Ratio of
each CWE, as defined in section III. This metric makes evident
whether an increase in the number of exploited vulnerability
marked with a given CWE is really caused by adversaries
moving towards the use of this CWE, as opposed to this
vulnerability simply becoming more commonly reported. As
was the case in our treatment of RQ1, CVEs with CWE NVD-
CWE-noinfo and NVD-CWE-other are both excluded from
this analysis, as are any CWE for which there are fewer than a
single exploited instances each year. Otherwise, small changes
in the exploitation rate of CWEs that are either very rare, or
common, but rarely exploited.

B. Results and Discussion

1) Exploitation rate: Figure 3 shows the percentage of ex-
ploited vulnerabilities for the 5 years of the study. This number
varies between 2.52% and 4.13%, with a 5-year average of
3.61%. The year 2022 is an outlier in this respect, and exhibits
a substantially lower exploitation rate, for reasons that remain
unclear. Nonetheless, numbers are in line with previous studies
on the question of exploitation rate, and highlight the need for
effective process of vulnerability prioritization.

Fig. 3. Exploitation rate of vulnerabilities by year

2) CPE: Table III details the top ten most targeted vendors,
for each of the five years of our study, along with the number
of exploited vulnerabilities for each, as well as the percentage
of vulnerabilities from that vendor that are exploited. As can
be seen in the table, exploited vulnerabilities skew heavily
towards large, well-known vendors. This is somewhat unsur-
prising, but it is interesting to note how strongly the bias
towards targeting well-known vendors is, and how stable to
the list of most frequently targeted vendors is.

At first sight, the annual list of the top 10 most exploited
vendors seems remarkably stable across the five years of our
study, with six vendors, Microsoft, Apple, Google, FedoraPro-
ject, Cisco and Debian, being present in the top 10 for at least
4 of the 5 years. For the first three years of the study, exploited
vulnerabilities skew heavely towards vulnerabilities affecting
products from a small number larger corporations. Notably, in
2019, almost a fourth (24.45%) of all exploited vulnerabilities
affected Microsoft products. Indeed Microsoft was the most
commonly targeted vendor during the period of study.



TABLE III
MOST EXPLOITED VENDORS BY YEAR

Company 2019 (total:871) 2020 (total:1,081) 2021 (total:1,214) 2022 (total:647) 2023 (total:1,182) Total
Microsoft 213 (24.45%) 145 (13.41%) 125 (10.3%) 72 (11.13%) 76 (6.43%) 631 (27.2%)
Tenda - - - 86 (13.29%) 107 (9.05%) 193 (8.32%)
Debian 30 (3.44%) 56 (5.18%) 66 (5.44%) - 24 (2.03%) 176 (7.59%)
Fedoraproject - 40 (3.7%) 87 (7.17%) 17 (2.63%) 23 (1.95%) 167 (7.2%)
Apple 54 (6.2%) 30 (2.78%) 40 (3.29%) 14 (2.16%) 27 (2.28%) 165 (7.11%)
Google 43 (4.94%) 32 (2.96%) 60 (4.94%) 12 (1.85%) - 147 (6.34%)
Oracle 24 (2.76%) 33 (3.05%) 69 (5.68%) - - 126 (5.43%)
Cisco 31 (3.56%) 36 (3.33%) 28 (2.31%) 18 (2.78%) - 113 (4.87%)
Totolink - - - 42 (6.49%) 67 (5.67%) 109 (4.7%)
Dlink - - - - 75 (6.35%) 75 (3.23%)
H3C - - - 23 (3.55%) 37 (3.13%) 60 (2.59%)
Netapp - - 52 (4.28%) - - 52 (2.24%)
Canonical 24 (2.76%) 24 (2.22%) - - - 48 (2.07%)
Opensuse 18 (2.07%) 27 (2.5%) - - - 45 (1.94%)
Adobe 42 (4.82%) - - - - 42 (1.81%)
Milesight - - - - 35 (2.96%) 35 (1.51%)
Apache - - 26 (2.14%) - - 26 (1.12%)
Fiberhome - - 22 (1.81%) - - 22 (0.95%)
Paloaltonetworks - 22 (2.04%) - - - 22 (0.95%)
Tp-link - - - - 21 (1.78%) 21 (0.91%)
Redhat 20 (2.3%) - - - - 20 (0.86%)
Vmware - - - 14 (2.16%) - 14 (0.6%)
Linux - - - 11 (1.7%) - 11 (0.47%)

However, a closer inspection yields a different picture.
We performed two statistical tests, the Cochran Q test and
Friedman test in order to ascertain the stability of the list over
time. The Cochran Q test aims to determine if the vendors
present in the top ten most targeted vendors for each year
are generally the same from year to year (irrespective of their
ranking). For this test, we compile a distinct list of vendors for
each year of our study, in which any vendor that is in the top
ten most exploited vendors for that year is labelled ‘1’, while
all other vendors as labelled ‘0’. Any vendor that is among
the top ten most exploited vendors for any year of the study
is present in these lists.

This was followed by the Friedman test, which aims to
determine if the relative ranking of vendors changes from year
to year. Only vendors that are present in the top ten most
exploited vendors for every year of the study are considered
for this test. Our analysis led us to reject the null hypothesis
in both cases. First the Cochan’s indicated that the vendors
present in the top ten do not remain constant throughout the
time of the study (p-value=0.0363). Likewise, the Friedman
test showed that the relative ranking such vendors shows a
statistically insignificant changes (p-value= 0.00668).

Figure 4 shows the trend in the proportion of exploited
vulnerabilities for each vendor that was among the top ten
most exploited vendor for the duration of our study. As can be
seen from the figure, most major vendors exhibit a substantial
reduction in their rate of exploited vulnerabilities, especially
during the last two years of the study, when new targets rise
to the top list.

To confirm this observation, we performed both tests a
second time, but limited our analysis to the initial 3 years
(2019-2021) for which data is available. In that case, both
statistical tests indicate that the list of most exploited vendors
is stable for the entire period.

The reduction is particularly important for Microsoft (Linear
regression coefficient (LRC) = -2.08) and Google (LRC=-
1.10), but substantial reductions are also seen in the exploita-
tion of products from Apple (LRC=.09) and Oracle (LRC=-
0.53). The exploitation of products from Cisco and Debian
exhibit a small increase (+.03 and +.08 respectively).

Examining the data most closely, we find that the decrease
in the percentage of exploited vulnerabilities among Microsoft

and Apple products reflects a proportional reduction in the
number of exploited vulnerabilities, while the total number
of reported vulnerabilities remains substantially the same. For
example, in 2019, the Apple reported 887 vulnerabilities, of
which 54 where exploited. By 2023, the number of exploited
vulnerabilities had fallen to 27, while the overall number
of vulnerabilities rose slightly to 904. For Microsoft, the
corresponding numbers are 213 exploited vulnerabilities out
of 1626 total reported vulnerabilities in 2019, steadily falling
to a mere 76 exploited vulnerabilities out of 1759 reported
vulnerabilities in 2023. Google shows an even more surprising
pattern, between 2019 and 2023, the number of exploited
vulnerabilities for this vendor fell by almost three-fourth, from
43 to 11, while the total number of reported vulnerabilities
almost double, from 859 to 1483.

These numbers indicate that the reduction in the proportion
of exploited vulnerabilities for major vendors is due to mali-
cious adversaries opting to diversify their targets, rather than
in an increase in the reporting of hard to exploited bugs.

Fig. 4. Trends in the targeting of the top vendors

3) CVSS: Looking deeper into the data, we used a Chi-
square test to determine if the rate of exploitation of vulnera-
bilities that exhibit different values of CVSS attributes changes
over time. We focus on the same CVSS attributes listed in
the previous sections. The results of Chi-square test are given
in Table IV. As can be seen from the table, we found no
statistical difference for any of the CVSS attributes that we
examined. This indicates that malicious adversaries have not
changed their strategies for choosing which vulnerabilities to
exploit, at least with respect to the intrinsic attributes of the
vulnerabilities.

Looking more closely at the data, we find a single case
where a sudden change in the values for a CVSS attribute is
evident for exploited vulnerabilities: in 2022-2023, we observe
a sudden decrease in the percentage of exploited vulnerabilities
for which ’high’ exploit complexity. It remains to be seen if
this change is symptomatic of an emerging change or simply a
reflection of the time needed to develop effective exploit code
for such vulnerabilities.

4) CWE: A total of 34 CWEs, representing 87.38% of
all exploited vulnerabilities, met the criteria for inclusion



TABLE IV
VARIATION OF VALUES FOR CVSS ATTRIBUTES BY YEAR

Attribute Chi-square p-value
attack vector 0.853 (no diff.)
attack complexity 0.59 (no diff.)
privileges required 0.97 (no diff.)
user interaction 0.91 (no diff.)
scope 0.99 (no diff.)

TABLE V
VARIATION IN THE EXPLOITATION RATE OF TOP CWES BY YEAR

CWE-ID 2019-20 2020-21 2021-22 2022-23
∑

CWE-78 5.92 -6.38 -8.14 13.79 34.23
CWE-94 7.8 -7.87 -7.08 6.66 29.41
CWE-77 1.38 0.42 -0.61 25.47 27.88
CWE-502 0.07 5.69 -11.51 6.27 23.54
CWE-798 0.3 9.21 -11.9 0.88 22.29
CWE-306 4.29 4.73 -8.95 3.39 21.36
CWE-918 4.83 3.26 -10.18 2.87 21.14
CWE-434 7.08 -1.19 -6.33 2.6 17.2
CWE-843 -1.09 3.11 -7.91 4.45 16.56
CWE-22 4.28 0.02 -6.13 4.26 14.69

in this part of the analysis. We measured variations in the
exploitation rate of each CWE by considering the difference
in exploitation rate between pairs of consecutive years. The
results are provided in Table V. This table also provides the
sum of the absolute value of the variation for each year.

Only 5 CWEs exhibit substantial variation in exploitation
rate over 5 years, namely CWE-78 (OS Command Injec-
tion), CWE-502 (Deserialization of Untrusted Data), CWE-94
(Code Injection’),CWE-798(Use of Hard-coded Credentials)
and CWE-77(Command injection). The latter exhibits a par-
ticularly shocking increase, from an exploitation rate of 1.98%
in 2019 (2 exploited out of 99 reported), to a high of 28.64%
in 2023 (124 exploited out of 309 reported). We note also that
3 of the 5 CWEs that have exhibited the largest increase over
the five-year period are injection attacks, which is indicative
of a tread towards the exploitation of this category of attack.

It is interesting to observe that every CWE in this list
exhibits a sudden drop in exploitation rate for 2022, with
a return to previous seen values in 2023. The most likely
explanation for this pattern is a lacuna in data gathering,
rather than an actual temporary change with the practices of
adversaries. This conclusion is made all the more likely by
the eclectic nature of the CWEs for which large variations
are seen in 2022, and by the lower number of exploited
CVEs recorded that year. Naturally, additional research is
required to guarantee that the data collection regarding actively
exploited vulnerabilities—a critical piece of information for
cybersecurity—is comprehensive.

Finding 2 :

The observed data is largely stable for the 5 years of
the study, and none of the CVSS attributes that we
examined show statistically significant differences in
the values from year to year. A variation is visible
for some frequent CWEs in 2022, but it is unclear if
this variation reflect a real pattern, or an anomaly is
data collection. The set of vendors that are most often
targeted by adversaries is stable for the first 3 years of
the study, but a trend towards diversification is visible
in the final three years of the study.

V. COMPARISON WITH EXTERNAL SOURCES

In this section, we aim to answer the following question:
RQ3: How does our data align with other trusted sources

of vulnerability information (e.g., EPSS, Mitre, OWASP)?
We compared our dataset to three widely used resources:

the epss score, the OWASP top 10 list and the Mitre top 25
most dangerous software weaknesses. This comparison was
conducted to investigate whether our observed exploitability
data aligns with these established resources, which prioritize
vulnerabilities for risk assessment and mitigation.

A. Methodology

1) EPSS: The Exploit Prediction Scoring System (EPSS)
[13] predicts the likelihood of a vulnerability being exploited
within the next 30 days. To assess the alignment between EPSS
predictions and our dataset, we focused on the initial EPSS
scores assigned to each CVE, available on First.org7, which are
based on attributes such as the targeted vendor, CVSS vector,
and presence of attack code. Data from EPSS was available
starting from April 14, 2021, so we restricted our analysis to
CVEs reported on or after that day.

H0: There is no significant correlation between the initial
EPSS scores and the actual exploitation of vulnerabilities in
our dataset.

To test this hypothesis, we used two correlation measures:

• Spearman’s Rank Correlation [7]: This non-parametric
test evaluates the monotonic relationship between EPSS
scores and exploitation outcomes. Spearman’s test was
selected because it does not assume a linear relationship.

• Point-Biserial Correlation Coefficient [7]: This test is ap-
propriate for binary outcomes, such as exploited vs. non-
exploited, when measured against continuous variables
like EPSS scores.

2) OWASP: OWASP’s Top 10 list is widely used to prior-
itize cybersecurity threats. Each entry in the list represents a
category of attacks and is associated with relevant CWE en-
tries. To determine if our data aligns with OWASP’s priorities,
we focused on vulnerabilities exploited in 2021 and mapped
them to OWASP categories based on CWE classifications.

7https://www.first.org/epss/data stats



H0: There is no significant correlation between the OWASP
Top 10 categories and the frequency of exploited CWEs in our
dataset.

We applied the Kendall Tau test [7] to compare the OWASP
rankings with our CWE data. The Kendall Tau test, which
measures the strength and direction of association between
ordinal rankings, was chosen due to the ordinal nature of the
OWASP Top 10 list.

3) Mitre: Mitre’s Top 25 list identifies the most common
and impactful software weaknesses based on frequency and
severity scores. We recalculated these scores using our 2023
data, following Mitre’s formula, which incorporates frequency
and average CVSS severity for each CWE.

H0: There is no significant correlation between Mitre’s
Top 25 ranking and the frequency of exploited CWEs in our
dataset.

Mitre’s ranking is computed using a formula that averages
the severity of every CVE that exhibits a given CWE, weighted
by the frequency of that CWE. [14]

To test the hypothesis, we compared the list produced by
Mitre data to the top 25 CWEs with the highest exploitation
rate, as observed in our own data. This was done using
Spearman’s Rank Correlation, a suitable test for ordinal data,
to evaluate the alignment between Mitre’s prioritization and
our findings.

B. Results and Discussion

1) EPSS: The Exploit Prediction Scoring System (EPSS)
[13] is one of the main tools currently used to predict if
a vulnerability is likely to be exploited. Each vulnerability
is assigned an epss score daily, according to a variety of
factors including the targeted vendor, the cvss vector, and the
existence of publicly available attack code.

We thus endeavoured to verify is the initial EPSS score
of vulnerabilities correlates with eventual exploitation, as
recorded in our dataset. Table VI shows the number of ex-
ploited and non-exploited vulnerabilities for different intervals
of initial epss scopes.

We then performed two statistical tests to measure the
correlation between initial epss scores and exploitation, both of
which indicated only a very weak correlation. The Spearman’s
Rank Correlation: Stat = 0.0756, P-value = 2.2937e-76 and the
Point-Biserial Correlation Coefficient: 0.2236, P-value: 0.0.

The most likely reason for the low correlation is the very
large number of CVEs with very low EPSS scores, in both
the exploited and non-exploited categories, as can be seen in
Table VI. Previous research [4] as shown that several of the
features used to compute the EPSS score of a vulnerability
are often absent in the first days after a CVE report is initially
published, and will only be added to the CVE reports in the
next days. Consequently, the early value of EPSS is likely to
underestimate the likelihood of exploitation of most CVEs.

To test this hypothesis, we performed the same two tests a
second time, but excluded all low-valued vulnerabilities from
the analysis (those with an EPSS score below a threshold of
0.1). This time, both tests showed a small correlation between

TABLE VI
NUMBER AND PERCENTAGE OF EXPLOITED AND NON-EXPLOITED

VULNERABILITY, ACCORDING TO THE INITIAL VALUE OF EPSS SCORE.

EPSS value (range) Exploited Non-exploited
(0.0, 0.1]
(0.1, 0.2]
(0.2, 0.3]
(0.3, 0.4]
(0.4, 0.5]
(0.5, 0.6]
(0.6, 0.7]
(0.7, 0.8]
(0.8, 0.9]
(0.9, 1.0]

2002 (87.46%)
59 (2.58%)
32 (1.40%)
33 (1.44%)
24 (1.05%)
20 (0.87%)
18 (0.79%)
19 (0.83%)
37 (1.62%)
45 (1.97%)

56515 (98.49%)
359 (0.63%)
235 (0.41%)
165 (0.29%)
51 (0.09%)
16 (0.03%)
4 (0.01%)
18 (0.03%)
13 (0.02%)
4 (0.01%)

total 2289 57380

EPSS scores and exploitation. The Spearman’s Rank Correla-
tion produced a value of 0.38 (∼ 5.5 times the corresponding
value when all CVEs are considered) while the Point-Biserial
Correlation Coefficient yielded a correlation coefficient of
0.488 (∼ 2.2 times more than when all data is included in
the analysis). In other words, high EPSS values are indicative
of a high likelihood of exploitation, but low values may
reflect the paucity of data, rather than actual low likelihood of
exploitation.

It is important to stress that the purpose of EPSS is to predict
the likelihood of exploitation of a vulnerability for the next 30
days. If the exploitation of a newly uncovered vulnerability
is likely to require a longer incubation period, than EPSS
performs as expected if the initial score for this vulnerability is
low. Nonetheless, this result indicates the need for a different
predictor of exploitability, that can provide an early signal of
likelihood of exploitability.

2) OWASP: For years, the Open Worldwide Application
Security Project (OWASP) has been one of the most authori-
tative sources of information on topics related to cybersecurity.
One of the most commonly consulted resources put out by the
organization is the OWASP top ten list8, the last iteration of
which was published in 2021. The OWASP top ten list is used
by security professionals to prioritize threats.

Each entry of the list is a category of attack, and is
associated with a list of corresponding CWE entries, which
allows us to connect it to our own data. A vulnerability can
be assigned to a category if the CWE value present in the
corresponding CVE report is of a type listed for this category.

We wondered if the data we gathered on exploited CWEs
is concordant with the list published by OWASP. This part of
our analysis focused exclusively on vulnerabilities exploited in
2021. Table VII lists the ten categories of attack identifies by
OWASP as priorities (left) as well as the number of actively
exploited vulnerabilities in our dataset for 2021, ranked by
number of occurrences (right).

As can be seen from the table, our data provides little
support for OWASP’s ranking. Notably, the second most
common vulnerability category according to OWASP, ’A02:
Cryptographic Failures’, is ranked ninth when examining our

8https://owasp.org/www-project-top-ten/



TABLE VII
COMPARISON BETWEEN THE OWASP TOP 10 RANKING AND THE

PREVALENCE OF CWES.

OWASP top 10 (2021) CWE ranking
A01:2021-Broken Access Control
A02:2021-Cryptographic Failures
A03:2021-Injection
A04:2021-Insecure Design
A05:2021-Security Misconfiguration
A06:2021-Vulnerable and Outdated Components
A07:2021-Identification and Authentication Failures
A08:2021-Software and Data Integrity Failures
A09:2021-Security Logging and Monitoring Failures
A10:2021-Server-Side Request Forgery

A03: 212
A01: 90
A07: 64
A04: 57
A08: 35
A10: 20
A05: 2
A09: 2
A02: 1
A06: 0

data, with a single vulnerability exhibiting a CWE of this type,
while we were unable to find evidence of the exploitation
of any vulnerability from the category ‘A06:Vulnerable and
Outdated Components’. It is also striking that the repartition
of CVE among the categories defined by OWASP is highly
skewed, with the top two categories capturing more that half
of all exploited vulnerabilities.

We performed a Kendall Tau test to confirm this finding.
The test yielded a value of 0.33, but with a p-value of 0.216,
which leads us to reject the null hypothesis. This we conclude
that the OWASP top-ten list does not correlated with our data.

However, we note that since our dataset only contains infor-
mation indicating whether a given vulnerability is exploited or
not. Enriching the dataset with information about the number
of exploitation events for each vulnerabilities might yield a
different ranking.

3) Mitre: Another important source of data with respect to
the prioritization of CWEs is the Mitre top 25 list9, published
annually by the Mitre corporation, the entity the CWE list.
Mitre’s top 25 list purports to identify the software weaknesses
that are ’currently most common and impactful’.

However, comparing the list published by Mitre with our
own results related to the most commonly exploited vulner-
ability, we found that the two list do not show substantial
correlation. A Spreaman’s correlation test yielded the value:
-0.05 with p-value, 0.7981966928601374 leading us to reject
the null hypothesis of correlation between the two list.

We have omitted the data that underlies this experiment out
of space considerations.

Finding 3 :

Neither the OWASP top ten list nor the Mitre top
25 list is concordant with the data we observed.
Furthermore, the initial epss score of vulnerabilities
do not appear predictive of the exploitability of vul-
nerabilities, according to our data.

VI. THREATS TO VALIDITY

There is a threat to validity in case the exploitation of some
vulnerabilities goes undetected, and consequently, that the

9https://cwe.mitre.org/top25/index.html

corresponding CVE is marked as unexploited in our dataset.
We believe that the fact that we relied upon 4 distinct source
minimizes this possibility. Is it also possible that some vulnera-
bilities that are still unexploited at the time of our study will be
exploited at a subsequent time. This is particularly possible for
vulnerabilities from 2023, the final year of our study. However,
the stability that we observed in RQ2 makes this prospect
unlikely. Furthermore, there is a threat to the validity of our
results in RQ3 because our dataset only indicates whether a
vulnerability is exploited or not, but not the number of reported
exploitation events. Likewise, the fact that we do not have data
about the date at which the exploitation of a CVE began is a
caveat to our analysis of the epss dataset. Finally, the imprecise
nature of the CWE classification (a single vulnerability can
often fit in any one of multiple possible categories) is also
threat to the validity of results related to CWEs. A more
precise classification, such as the one proposed by Wu et al.
[15], might yield a more informative conclusion.

VII. RELATED WORKS

The NVD database has been widely used by researchers
as a key source of security data. Amongst the studies that
most closely relate to this topic, we note in particular the
use of NVD data to predict exploitability, i.e. to predict if
a vulnerability is likely to be actively exploited or not [1],
[16]–[19], [19], [20]. The basis of this prediction is usually
the CVSS vector, the CPE, and the presence of absence of
specific words in the vulnerability’s summary, but most of
the studies find it necessary to supplement the CVE report
with data from other sources. We note in passing that several
of these studies deplore the paucity of reliable ground truth
data on exploitability, a problem that the current study helps
resolve. A number of studies have focused on the vulnerability
reports that affect specific products or vendors, in order to
better understand the risks that affect a given software. Such
research includes studies of vulnerabilities affecting Linux
[21], Chrome [22], or Android [23]. Other studies focus on
vulnerabilities of a given type, notably Cryptographic misuse
[24], IoT malware [9], concurrency vulnerabilities [25], input
validation [26], buffer overflow [27], or semantic web [28], or
dependency vulnerabilities [29].

Broader questions in software development can also be
informed by an analysis of the data in the NVD. For example,
Ozment et al. study whether vulnerabilities are more com-
monly found in mature or recently written code [30], while
Schryen contrasts the vulnerabilities of open and close source
programs [31].

VIII. CONCLUSION

In this study, we analyzed exploited vulnerabilities from
2019–2023, focusing on distinctions between exploited and
non-exploited vulnerabilities by examining CVSS attributes,
CWEs, and vendors. Using a unique dataset from reputable
sources, we provided a comprehensive view of the threat
landscape, revealing that specific CVSS combinations, such as
high impact and low complexity, better indicate exploitation



potential. Our findings also show a shift towards a more
diverse set of vendor targets, moving beyond large companies.
Additionally, discrepancies with prioritization resources like
EPSS, OWASP, and Mitre suggest that data-driven insights
from actual exploitation events could improve vulnerability
prioritization and resource allocation in cybersecurity, empha-
sizing the need for timely, reliable exploitability indicators to
address evolving threats.
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