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Abstract

The rapid advancement of Generative Al has introduced re-
markable opportunities while simultaneously raising critical
concerns regarding content authenticity. While recent work
has increasingly focused on improving the generalization of
deepfake detectors across unseen generative models, their
robustness against adversarial attacks remains limited. In par-
ticular, Abdullah et al. (IEEE SP 2024) evaluated eight detec-
tors and demonstrated that most of them exhibit significant
performance degradation under adversarial attacks. We also
observed the same phenomenon by testing seven most recent
state-of-the-art detectors. To address this problem, we pro-
pose a unified framework that integrates three complementary
design principles without relying on adversarial training data:
(1) higher-order statistical modeling in the frequency domain
via Discrete Cosine Transform (DCT)-based moment pooling
up to fourth order, (ii) content-agnostic feature representations
derived from noise residuals, and (iii) cross-scene generaliza-
tion enforced through patch-level semantic disruption. A key
insight underpinning our approach is that adversarial attacks
primarily operate on low-order statistics and visual semantics,
leaving higher-order residual-frequency characteristics, partic-
ularly kurtosis, largely unconstrained. Extensive experiments
demonstrate that our method consistently improves robust-
ness across six architecturally diverse detectors. Notably, we
achieve up to 88.9% reduction in recall degradation on current
adversarial benchmarks, and improve the best-performing re-
cent detector (Yang et al., IEEE CVPR 2025) from 81.9% to
97.15% accuracy under attack. Overall, our method provides
a principled, architecture-agnostic approach for improving
deepfake detection robustness against current attacks.

1 Introduction

The development of generative artificial intelligence (GenAl)
has dramatically accelerated the synthesis of media content,
such as images and videos. Within GenAl, a specific area of
focus lies in the generation of fully synthetic images, com-
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monly referred to as deepfakes. Unlike manual creation us-
ing graphics applications, well-trained deepfake generation
models excel in both performance and speed of generation.
Deepfake generation by Generative Adversarial Networks
(GANSs) and Diffusion Models (DMs) [17,37,45,51,55,73]
has attracted much public attention due to their visually strik-
ing outputs, which are nearly indistinguishable from genuine
photographs, even to human observers [43].

Such progress, while remarkable, also introduces signifi-
cant societal risks, as these synthetic images can be exploited
for malicious purposes, including blackmailing, harassment,
and large-scale disinformation campaigns. Diffusion model
(DM)-based text-to-image frameworks, in particular, heighten
these concerns by enabling adversaries to generate highly
persuasive synthetic imagery aligned with specific narratives
while requiring minimal technical expertise. As the realism
and accessibility of these technologies continue to improve,
recent studies have warned that deepfakes can erode public
trust in digital media, amplify misinformation during polit-
ically sensitive events, and inflict significant psychological
and societal harm [3]. The rapid proliferation of deepfake
generation tools has also raised important legal and ethical
concerns related to privacy violations, identity misuse, and
the urgent need for effective regulatory frameworks to miti-
gate abuse [40]. These concerns are no longer theoretical, as
harmful misuse of generative Al images has already caused
severe real-world consequences, including suicide linked to
Al-generated morphed nude images and videos [28], acute
mental health impacts on young people [60], and political mis-
information following the capture of Venezuelan President
Maduro [59].

Due to increasing awareness of such threats and rapid ad-
vancements in generative techniques, several tools exist for
fully synthetic image detection [7, 11, 12,26, 29, 39, 49, 50,
52,57,61,66,67,69,70,75]. Common approaches include
detecting semantic inconsistencies in images, or capturing
low-level artifacts introduced by the generative models for
detection. For example, geometric inconsistencies in scenes
as well as in shadows, perspective and lighting in an image



are used for detection [52]; low-level artifacts from gener- models. Zheng et al. [75] showed the need to break semantic
ative models are captured in the spatial domain [65], or in artifacts for cross-scene generalization. We combine these
the spectral domain [35]. Such detectors, as reported, oftensuggestions in our proposed approach.

achieve very high accuracy in deepfake detection; &@% Instead of building a new detector, our goal is to show gen-

accuracy of FIRE [12] against well-known datasets. eral effectiveness of the proposed methods against current

Recently, deepfake detectors have encountered generalizgadversarial attacks by integrating our approach into current
tion challenges against adversarial attacks due to the lack ofSOTA detectors. Such integration is apparently feasible as
adversarial evaluation. Abdullah et al. [1] proposed a simple evident from the six different detectors that we experimented
black-box attack to adversarial fake images by leveraging with. We had to adjust the original network architectures of the
vision foundation models such as Ef cientNet [58], ViT [15], Selected detectors, in particular irf 0] (due to its complex
CLIP-ResNet [47]. Their approach does not add any adver-design) to incorporate our changes. Also, the integration of
sarial noise (in contrast to [16, 24]), which might degrade the content-agnostic features and fourth-order statistics required
quality of an image and a viewer might identify the image high GPU resources and long training time. We conducted
as fake just by looking at it. They only adversarially manip- experiments with different order of statistics to nd out which
ulate the content to match it to the given text prompt; e.g., a statistical order provides the desired robustness against adver-
prompt that says “a smiling face” should craft an adversarial sarial attacks. In the end, by integrating our approach into six
fake image with a smiling face. Guided by surrogate deepfake different types of detectors, we showed that our approach is
classi ers implemented using foundation models, they adver- adaptive, and could be extended to other types of deepfake
sarially updated the weights of a fake image generator, which detectors to improve their robustness against the adversarial
is then used to generate adversarial fake images. All eightattacks without the need for adversarial training.
detectors [2,9,23, 38,44, 50, 54, 65] (from 2018-2024) they Main contributions.
tested, suffered signi cant performance degradation against . .
such adversarial attacks; e.g., the worst recall degradation of 1. We evaluated ad_versarlal attacks as introduced by Abdul-
88.3%% observed for DCT [50] using the surrogate model lah et al. [1]. agalnst seven most recent.SOTA detectors,
CLIP-ResNet, and a degradation of 70.85% for CNN-F [65]. gnd found similar performance degradation with the max-

. . imum accuracy dropped fro88:9%(for the BOSSBase

We evaluated adversarial attacks introduced by Abdullah et hy dataset)48:7%for Directionality [39]

al. [1] against seven recent SOTA detectors [7,11,12,29,39,57, stegan_ograpl y L7 Y

T (Usenix Sec'24), and the minimum accuracy dropped
70] (all from 2024-2025), and found the similar performance f =0 v o 00

X rom 86:7% (for out-of-domain images) t81:9% for

degradation. For example, the accuracy of FIRE [12] on the D3 [70] (CVPR'25)
ImageNet dataset [13] dropped from 2860 50%, and the '
accuracy of Upsampling [57] on the DiffusionForensics [67] 2. To enhance robustness against adversarial attacks with-
dataset dropped from 982to 54.8%. To avoid such severe out adversarial training, we introduce a new approach, by
degradations, Abdullah et al. [1] suggested the use of adver-  combining three key components: (i) fourth-order statis-
sarial training as an immediate strategy to improve resilience. tics (i.e., kurtosis) in the frequency domain to construct a
However, such adversarial training datasets are often scarce— frequency-based representation for classi er design and
leaving the SOTA detectors brittle against these attacks. Even evaluation in deepfake image detection; (i) exploitation
more critically, the attacker can adapt and use an adversarially of directional statistics in deepfake images by applying
trained surrogate to craft a new distribution of adversarial random patch-level shufing and rotation to improve
samples, and such an adaptive attack can still signi cantly cross-scene generalization; and (iii) content-agnostic
degrade the performance of the adversarially trained defense,  feature representations.
making adversarial training less effective in the long run.

To counter this challenge, we propose a new approach, by
leveraging higher-order statistical modeling combined with
content-agnostic feature representations and cross-scene gen-
eralization to improve robustness of SOTA detectors without
requiring adversarial training. To date, as per our knowledge
no deepfake detector has explicitly applied fourth-order statis-
tics for GAN/diffusion image classi cation. We expect that
fourth-order pooling can improve the performance of detec-
tors as it is more sensitive to nonlinearity (compared to lower-
order statistics) and strong asymmetry, which can potentially 2 Related Work
facilitate better generalization to new synthetic image gener-
ators. Abdullah et al. [1] showed content-agnostic features In this section, we discuss existing SOTA deepfake image
are promising to increase robustness against user-customizedetection approaches, and the recent attacks against them.

3. Our proposed method improves accuracy of the best
recent SOTA detector (from our tests§ By Yang et

al. [70], from81:9%to 97:15% against adversarial at-
tacks. When applied to the ve worst performing detec-
tors against Abdullah et al. [1]'s attacks, our approach
signi cantly mitigated the recall degradation against
such attacks, with the maximum reduced fr8&135%to
9:8%and the minimum reduced froB%:05%to 23:3%



2.1 Existing Detection Approaches time; they utilized the intrinsic temporal characteristics of
diffusion models themselves for more principled detection

Artifact-based detection methods. These methods rely on  and correction of synthetic content. Among them, Brokman

detecting intrinsic artifacts or frequency/spatial inconsisten- et al. [7] claimed the maximum accuracy of 83:9%.

cies introduced by diffusion or generative models. Wang et

al. [67] proposed the DIffusion REconstruction Error (DIRE),

a spatial-domain representation that measures the reconstru

tion error between an input im nd its diffusion-ba ) : .
on error between an input image and its diffusion-based domains. Corvi et al. [49] employed second-order statis-

reconstruction. Inspired by DIRE, Tran et al. [61] introduced tics—including the autocorrelation function and the power
DiffCoR, a detection method that converts both real and Al- - o .
generated images into the frequency domain using the Dis_spectrum—_to capture the characten.stlc QeV|at|ons introduced
crete Fourier Transform (DET). Similarly, Chu et al. [12] pro- by generative models. In a related direction, Wolter et al. [69]

posed Frequency-gulded Reconstruction Error (FIRE) basedprOposeOI a multi-scale s_patio-frequenqy representation based
on the observation that diffusion models struggle to recon-°" wavelet-packet coef cients, which jointly captures second-

struct mid-band frequency components of real images. Kara_order spatial and frequency statistics. These studies collec-

georgiou et al. [29] investigated the spectral properties of real \t/i/\;]?r'] iiglogzziﬁrg]sast izwsatft?asl—l?rgalt;g:clzm:;a?aitfltj&:gsgﬁfzr
images and found that their spectral distributions exhibit in- y P q y Sp ’

variant yet highly discriminative patterns. Complementarily, powerful cues for distinguishing d|ﬁu5|on/QAN-generated
Ricker et al. [50] analyzed the frequency characteristics of Images from rea!)ones. Wolter et_al. [69] Cla|m_ed to have an
diffusion model outputs, nding that such models produce accuracy 0B89:45%(no results available for Corvi et al. [49]).
fewer high-frequency artifacts. Tan et al. [57] proposed an ar- Geometry and structural inconsistency-based detection
tifact representation termed as neighboring pixel relationships methods. Sarkar et al. [52] proposed a scalable, data-driven
(NPR), which models second-order statistics in the spatial framework leveraging three complementary projective ge-
domain to capture local upsampling artifacts among image ometry cues (perspective eld, linear structures and vanish-
pixels. Among these detectors, FIRE [12] demonstra@o ing lines, and object—shadow relationships) to detect geo-
accuracy against well-known datasets. metric discrepancies in generated imagery. Speci cally, they

Learning-based detection methods. Beyond artifact-level trained geometry-aware classi ers demonstrated robustness
cues, several approaches leverage deep architectures to autd0d generalization across a wide range of generative mod-
matically learn discriminative representations of synthetic €IS, including the most recent diffusion-based architectures
content. Yang et al. [70] introduced the Deepfake Detec-Such as Stable Diffusion XL [45] and Kandinsky-v3 [64].
tor (D3), a framework that incorporates an auxiliary branch Complementing this perspective, Lorch et al. [39] explored
trained on distorted images as discrepancy signals, therebyhe phenomenon of directionality in images, wherein hori-
enhancing cross-generator generalization. Cheng et al. [L1jgontal and vertical pixel sequences display distinct statistical
proposed CO-SPY (COmbining Semantic and Pixel Featurescharacteristics. These ndings underscore the importance of
to Detect sYnthetic Images by Al), which integrates both incorporating geometric and structural reasoning for building
semantic-level and pixel-level features for more robust syn-fobust, rotation-invariant detectors. Sarkar et al. [52] claimed
thetic image detection. Huang et al. [26] presented a vision-AUC (Area Under the Curve) 0.97 for their detector.

language-based framework named SIDA (Social media Im-Novelty of our techniques. We identi ed three approaches
age Detection, localization, and explanation Assistant) to de-from the existing literature and statistical methods, which
tect tampered social media images. Among these detectorszan signi cantly improve robustness of fake image detectors
D3 [70] claimed the maximum accuracy 87:9% (for in- against known adversarial attacks. Our approaches are de-
domain images). signed to be integrated with existing detectors to improve
Pretrained-based detection methods. Several detectors have their performance against existing adversarial attacks. Our
utilized the inherent structure of pretrained diffusion models methods can also be adopted selectively—one or more at a
to distinguish real from generated images. They aim to elim- time—»by detectors as suitable for their architecture and avail-
inate data maintenance and training altogether. Brokman etable training resources. For example, ifi[l20], we integrated

al. [7] developed a framework that integrates manifold anal- all of our techniques, and for the other ve detectors we used
ysis with diffusion model score functions. Zheng et al. [75] 1-2 techniques due to time and resource constraints (but still
explored a patch-based approach designed to disrupt semantiachieved signi cant performance improvement). To the best
artifacts in cross-scene generalization of Al-generated image of our knowledge, no detector papers integrated the rst four
detection. Cao et al. [8] investigated the internal dynamics statistical moments, namely the mean, variance, skewness,
of diffusion models and identi ed that visual artifacts often and kurtosis in the frequency domain, and thus, did not ex-
arise during the mutation phase of image generation, whereploit this multi-order statistical pooling to expose generative
certain spatial regions exhibit anomalous score dynamics overtraces in fake adversarial images.

Spatio-frequency statistical detection methods. Several
Studies explored the inherent statistical discrepancies between
real and synthetic images across both spatial and frequency



2.2 Existing Adversarial Attacks on Detectors

Attack Dataset Acc AP

In addition to detection, recent research has investigated Sec3 SDdataset 0.820 0.884
adversarial robustness and attack strategies targeting syn-Sec3 . StyleCLIP 0.808 0.896
thetic image detectors. Abdullah et al. [1] demonstrated that Secs.1 FMgenimages AbsoluteReality 0873 0923
. . g o : ; Secb.1 FM genimages AnalogDiffusion 0.800 0.860
lightweight customization of large generative models allows  sec5.1 FM genimages DreamlikePhotoreal ~ 0.871 0.933
attackers to generate numerous customized fake images, sig-Sec5.1 FM genimages DreamShaper 0.893 0.948
; ; ; i Sech.1 FM genimages EpicDiffusion 0.842 0.903
ni cantly increasing the threat landscape. They proposed im Secs.1 FM genimages epiCRealism 0831 0.891

proved generalization strategies using content-agnostic en- gecs 1 M genimages

FotoAssistedDiffusion 0.839 0.901

semble defenses that fuse foundation model features with Sec5.1 FM genimages Haveall 0.867 0.923
frequency-based cues. Moreover, they showed that attackers Sec5.1 LoRA genimages AggAesthleticDetails 0.765 0.839
; ; : : Secb5.1 LoRA genimages AddDetails 0.765 0.833
can craft adversarial e_xample_s Wlth se_mantlc properties of Secs.1 LoRA genimages Enhancelmage 0.765 0.842
an image for adversarial manipulation in a fully black-box  gecs 1 | oRA genimages ImproveContrast 0.826 0.897
setting without explicit noise injection. Eddoubi et al. [16]  Sec5.1 LoRA genimages IncreaseSharpness 0.686 0.756
introduced the RAID dataset, containing transferable adversar- gecg-i togﬁ genimages _'EEdUEg'f_nﬁgeNO'Se 00-777713 00-789‘;5
. P . . €Co. (o] genimages weakbrig tness . .
ial synt_he'uc images created using highly transferable at'Fack Sec5.1 LoRA genimages TweakSKinTexture 0758 0.826
strategies. They demonstrated that ensemble adversarial at-secs 2 AdvimageswSurrogate ~ CLIPResNet 0.788 0.854
tacks can achieve transferability comparable to white-box Sec5.2 AdvimageswSurrogate  Ef cientNet 0.859 0.923
settings, thereby offering a standardized benchmark for eval- gecg-g ﬁgvlmé‘gzsé‘ﬁggogﬁet \fJTVZ %—ig %—?3222
. . €Co. vtraine esNe aav . .
uating detector robustness. Fma”y’_ Hou etal. [24] prOpOS?q Secb.2 Dataset for Adv. training ForDefenses 0.778 0.841
StatAttack, a novel natural degradation-based attack that mini- secs.2 Dataset for Adv. training ForSurrogate 0.796 0.855
mizes distribution-aware loss to bridge the feature distribution Sec5.2 Surrogate-StyleCLIP StyleCLIP 0.819 0.909

gap between real and fake images.
Table 2: Performance oftagainst all datasets of Abdullah
et al. [1] in terms of Accuracy and Average Precision

Defense Acc AP

Brokman et al. (ManifoldBias) [7]  0.500 0.706

Cheng et al. (CO-SPY) [11] 0.618 0.679 types, such as artwork, illustrations, and images of different
Chu et al. (FIRE) [12] 0.500 0.548 classes of objects. (4) Methodological variety: the selected
Karageorgiou et al. (SPAI) [29] 0.660 0.678 defenses employ diverse approaches, allowing us to assess the
Lorch et al. (Directionality) [39] 0.487 0.485 robustness of different detection strategies comprehensively.
Tan et al. (Upsampling) [57] 0.548 0.569 We did not perform any ne-tuning on these seven models;
Yang et al. (33) [70] 0.819 0.909 rather, we utilized their of cially published weights to evalu-

ate them against the adversarial attack of Abdullah et al. [1].
Table 1: Performance of recent SOTA detectors tested againsil he results were compared using accuracy (ACC) and average
the surrogate StyleCLIP dataset [1] in terms of Accuracy precision (AP), consistent with the metrics employed in the
(Acc) and Average Precision (AP) original publications. Note that we excluded the attacks from
Eddoubi et al. [16] and Hou et al. [24] as their adversarial
images are generated by adding noise, which may degrade the
image quality signi cantly (see Sec. 5.1, under “Evaluating
the quality of adversarial data”).

Evaluating the SOTA detectors against the selected attacks
required non-trivial efforts. A common issue with most of
Several new detectors in top academic venues came out aftedetectors' code is mismatched machine learning library ver-
the publication of the attacks by Abdullah et al. [1]. How- sions causing the code to crash. We also had to make small
ever, these new detector papers do not provide any evaluachanges to make the detectors run in our environments. In all
tion against these known attacks. To understand the effeceases, we rst reproduced the published results of the tested
tiveness of such attacks against the newly designed detectorsjetector before performing tests with the adversarial datasets.
we chose seven recent (published between 2024-2025) SOTA Our results are summarized in Table 1. It is evident that
detectors [7,11,12,29, 39,57, 70], according to the following D3 [70] is the best detector against the selected adversarial
criteria. (1) Detection performance: we prioritized defenses attacks, while all other detectors performed very badly, with
that reported strong detection results. (2) Code availability: some detectors' results performing no better than random
only models with publicly available checkpoints and training guessing (accuracy 0.5). To understand the performance
code were considered. (3) Content diversity: beyond standardof D3 more thoroughly, we evaluated it against all types of
face images, we included defenses evaluated on varied contentest datasets provided by Abdullah et al. [1], including user-

3 Evaluation of Recent SOTA Detectors
against New Attacks



customized generative models, and datasets generated by cotie artifacts inherent in visual content. Generator artifacts arise
trolling content and image quality; see Table 2 for the results. from the synthetic image generation process itself, whereas
Evidently, for all datasets, Pshows performance degrada- semantic artifacts emerge from the semantic composition of
tion, including the rst two test datasets (labeled Sec3) which images, or from biases introduced during dataset curation and
address the issue of controlling the content and image qualitypreprocessing. Notably, semantic artifacts exhibit properties
It shows that performance of SOTA detectors might degrade analogous to generator artifacts and may inadvertently be
against high quality fake test data, if the training fake dataset exploited by detection models.

quality is not maintained, which is consistent with the nd- Prioritize content-agnostic evidence. To enhance general-
ings of Abdullah et al. They also emphasized the need for jzation across diverse scenes, it is crucial to mitigate the over-
generalization of the defenses against user-customized modelsting of semantic artifacts during training [75]. Moreover,
by demonstrating performance degradation of their selectedeffective defenses should prioritize intrinsic imperfections
defenses tested against such models. In Table 2, under alin synthesized images rather than being in uenced by shifts
the rows labeled Sec5.1, we also demonstrated performancen content distribution. Consequently, incorporating content-
degradation against two approaches — Full Model ne-tuning agnostic features into detection frameworks is vital for im-

(FM [34]) and Low-Rank Adaptation (LoRA [25]) used by  proving robustness and cross-domain generalization [1].
Abdullah et al. The rest of the results labeled Sec5.2 in Table 2

show performance degradation against different adversarial
attacks. 4.3 Proposed Framework
Overall, we reaf rmed the signi cant performance degra-
dation similar to Abdullah et al. [1] for the most recent SOTA
detectors, and even the best performing detectd), (®af-  The overall architecture of the proposed framework is il-
fected by all of the test datasets. Such results highlight the|ystrated in Figure 1 (integrated with3p Conventional
need for robust new mechanisms to improve the detectors. learningbased detection approaches often inadequately ac-
count for intrinsic characteristics of authentic images, which
4 Methodology can lead to over tting and limited generalization performance,
particularly under distribution shifts [70]. To address this
In this section, we present a detector that attains robustness tdimitation, we adopt a pretrainebsed detection paradigm,

contenimanipulating adversaries without adversarial training. Wherein feature representations are extracted from a model
not explicitly optimized for generated image detection. Such

representations bene t from less biased decision boundaries

4.3.1 Architecture Overview

4.1 Problem Formulation and Threat Model and improved robustness across diverse image domains.
LetG =fG igirlel be a generator set composed\biifferent To enhance crosscene g_eneralizat_ion and mitigate the i_n-
types of generators, and denote By= fr M. 0..... r(i)g uence of semantic over tting, we disrupt global semantic
S T 127200 N structures while preserving localized artifact signatures. We
andF; = ff f) ; fél) i fé,?g the real and fake samples @f, partition the input image into neaverlapping patches and

respectively, wherd; is the number of samples in each class. apply random transformations (shuf ing and rotation), so that
Our objective is to correctly distinguish between real and the model does not rely on high-level scene context (i.e., the
fake samples when presented with any image from the overallsemantic arrangement of objects). This forces the detector
dataset D =ffRig}, [fF g}, g. to extract universal, lovlevel features (e.g., DCT kurtosis,
For the threat model, we assume attackers are interestegixel gradient magnitudes, color covariance) that are invariant
in using fully synthetic, high-quality deepfake images for to semantic content. Here, high-level scene context refers to
malicious purposes. They have the resources to use operthe global structural coherence and semantic relationships
source SOTA image generators by themselves, or can accesgetween objects, such as facial geometry, anatomical symme-
commercial generators. They also exploit the best known try, and environmental spatial logic. Low-level features are
adversarial techniques in their generated images to defeat theje ned as the stationary statistical properties of the image
current deepfake detectors. We exclude partially modi ed signal that persist regardless of spatial orientation—including
images, which can also be used for malicious purposes.  frequency-domain distributions (e.g., DCT kurtosis), rst-
order spatial statistics (e.g., pixel gradient magnitudes), and
4.2 Guiding Principles inter?chann(_el spectral dependencies (e.g., color cgvariance).
Prior studies have also demonstrated that the noise residual
We adhere to the following guiding principles in our design: (or noise space) of an image, obtained by suppressing seman-
Disentangle semantic cues from generative traces. To de- tic content, can encode discriminative signatures valuable for
velop a universal detector for Al-generated images, it is essen-deepfake detection [46]. Building upon this observation, we
tial to consider not only generator artifacts but also the seman-employ a statef-the-art denoising method, MMBSN [72],



Figure 1: Overall framework of our enhanced deepfake detector as integrateddwithéoriginal image and its patch-shuf ed

variant with our new addition of random rotation are fed into the pretrained vision model for feature extraction. We add a
new MM-BSN denoising scheme as the third branch to extract content-agnostic features from the same input image. We then
utilize the self-attention module (as irf]to encourage the learning of shared artifacts between the features, which are then
concatenated with our newly added frequency-aware fourth-order statistics captured with DCT-based fourth-order moment
pooling. Finally, we use a single, fully-connected (FC) layer linear classi er to get the nal prediction (a3.in D

to extract noise residuals for all training images. Features Triple-path discrepancy learning. To encourage the model
extracted from these residuals serve as cordgnbstic rep-  to capture deeper and more robust artifacts, we introduce two
resentations, further strengthening generalization by reducingadditional branches in conjunction with the primary input
sensitivity to image semantics. Within our architecture, the pathway. Speci cally, the rst branch processes the original
original input image, along with its pate$huf ed, and rotated input image, the second branch operates on a patch-shuf ed
variant, is fed into a pretrained CLIP \ill/14 model [47] and rotated variant of the same image, and the third branch
to obtain visual embeddings. Features are extracted from theprocesses content-agnostic features derived from the corre-
penultimate layer of the CLIP network, as this layer preserves sponding noise residual. This multi-branch design is intended
richer and more detailed visual information compared to the to reduce reliance on semantic cues while promoting the learn-
nal embedding layer. In parallel, conteagnostic features  ing of invariant and generalizable discriminative patterns.

are extracted from the corresponding noise residuals of the Formally, let an ggiginal image bg sampled from the
same input image. Subsequently, a-gegtention mechanism,  soyrce datasdds = fRig%, [fF gk, ,whereR andF
together with frequency-aware fourth-order statistics, is em-
ployed to enable effective interaction and discrepancy learn-
ing among the thr_ee f_eature_moda_litie_s. This_design allows_thetrained CLIP backbone. The rst embedding is obtained from
model to er_nphasme |n<_:0n5|stenC|_es |_nd|ca_t|ve of synthesaedthe augmented original image as

content while suppressing semantic bias. Finally, a linear clas-
si er aggregates the fused representations to predict binary e =CLIP AUG(X,) : 1)
real or fake labels.

denote real and synthesized images, respectively, arid X
& D s Two visual embeddings are extracted using a pre-

Here, the operatohUG() represents standard data aug-
mentation strategies commonly adopted for generated image
detection, such as random cropping, resizing, and color jitter-
We now provide the details of the components of our archi- ing [65]. The second embedding is generated from a patch-
tecture (see Figure 1). shuf ed version of the image, which suppresses super cial

4.3.2 Framework Components



and semantic artifacts: a multi-layer perceptron that projects the resulting vector
into aD-dimensional embedding space. Consequentigre
&=CLIP PS(AUG(Xo)) : (2 codes global noise characteristics as a compact feature vector,
matching the dimensionality of the CLIP-based embeddings
In the patch-shuf ing operatio®S( ), the image is divided & and &.
into xed-size patches that are randomly permuted and inde-  Thjs tri-path representation is designed to enhance ro-
pendently subjected to random rotations (€39., 180, or bustness and generalization to unseen generators and post-
270). This operation effectively disrupts global spatial struc- processing manipulations. Building upon the complementary
ture while preserving local statistics. The embeddingarel embeddings g es, and @, the subsequent objective is to inte-
e areD-dimensional visual feature vectors extracted from grate their heterogeneous feature representations into a uni ed
the penultimate layer of the pretrained CLIP model, denoted jhyariant space. To this end, we introduce a dual-branch fusion
by CLIP , which retains richer visual representations than the module that jointly exploits self-attention mechanisms and
nal projection layer. fourth-order moment pooling, enabling the model to capture
Content-agnostic residual extraction. We employ the  poth relational dependencies and higher-order distributional
multi-mask blindspot network (MMBSN) [72] to estimate  consistencies across the three feature pathways.
a noise residual map from a noisy observation KIM- Self-attention and 4th-order invariant feature extraction.
BSN was selected over alternatives (e.g., DNCNN [74] and Fo|lowing the triple-path design described above, each input
Blind2Unblind [68]) as it operates in a self-supervised man- jmage X, gives rise to three complementary feature represen-
ner, eliminating the need for clean reference images duringtations: a semantic-preserving embedding from the original
training, and it has demonstrated state-of-the-art performancejmage branch g an artifact-sensitive embedding from the
on real-world noise estimation benchmarks. To effectively patch-shuf ed branchg and a content-agnostic noise-based
disrupt spatial dependencies in the noise while preserving ne-embedding gobtained via MM-BSN-based denoising and
grained texture information, MM-BSN adopts a multi-mask resjdual extraction. All three representations are extracted
strategy that fuses features extracted from multiple maskedfrom the penultimate layer of the pretrained CLIP backbone
convolutional lters. FO”OWing the multi-branch feature ag- and are projected into a common feature space of dimension-
gregation paradigm introduced by Sun et al. [56], features gjity D. Consequently,g es, and g are vectors iRP (with
from parallel masked pathways are jointly integrated to pre- p = 1024), enabling direct comparison and joint modeling.

dict a spatial noise residual mag2 R"W 3 as follows: These embeddings are then stacked and forwarded to the at-
" o _ tention and pooling modules for feature fusion. Speci cally,
V=F tuse Concat(fy (Xo); fm, (Xo);:::; fm (Xo)) 5 (3) the three branch-speci ¢ representations are concatenated

wherefn, () denotes thé-th masked processing branch. The along the branch dimension to form a uni ed feature tensor:

hierarchical fusion networks,se comprises concatenation- E = Concat(e,; e5;6n) 2RP3 : (5)
based dilated convolutional layers (CDCLSs) that aggregate
multi-scale spatial context. By incorporating a limited num-
ber of dilated convolutional layers (DCLs) within each CDCL
block, the effective receptive eld is expanded to capture sur- .
rounding contextual information while avoiding the parameter (hat the reduction from = 1024 to D=4 = 256 before DCT-
growth associated with naive stacking of standard convolu-Paséd pooling serves two purposes: it reduces the memory
tions. This design facilitates ef cient interaction among dif- [0OtPrint of the fourth-order moment computation (which

2y i : .
ferent mask pathways, thereby reinforcing texture recovery Sca"?s a®(D) in the covariance terms) to a tractable size,
while maintaining a compact model footprint. and it acts as a mild bottleneck that encourages the repre-

Unlike feature representations extracted directly from the sentation to retain only th_e most statistically stable feat_ure_s
original image, the noise artifacts require a compact yet ex_before moment computation. The reduced representaﬂop is
pressive encoding. Inspired by the projection head designthen proce;sed by a DCT-hased fourth-order moment paoling
used by Chen et al. [10], we introduce a noise projection m.odule,.whlch performs a DCT-II transform e_llo.ng the branch
modulePhoise to map the spatial residual features into a low- dimension and computes the rst four statistical moments,

dimensional latent space. Speci cally, the noise embedding ?amr—?ly thedmea:cn,_vatrlf?\nce, skewness, and kurtosis, of the
e, 2 RP is de ned as ransformed coef cients:

E=R(E); f4=PYX°T(E)2RP: (6)

To capture higher-order invariant statistics across branches, a
linear dimensionality reduction operat@r: RP IR P4is
rst applied independently to each branch embedding. Note

en = PhoisdV); 4)
This operation encodes frequency-aware fourth-order statis-
wherePhoisd ) = MLP(GAP()) . Here,GAP denotes Global tics while remaining invariant to branch ordering, thereby
Average Pooling, which collapses the spatial dimensions enhancing robustness to viewpoint and representation pertur-
H W into a channel-wise mean vector, addLP represents  bations. In parallel, the original stacked feature tensor E is fed



into a Transformer-based self-attention module that operatess Experiments and Results
along the branch dimension:

5.1 Datasets, Quality, and Evaluation Metrics
farn=A(E) 2R P, (7)
Datasets for training. To assess the performance of our
where attention weights are learned to model cross-branch deproposed framework, initially we considered experiments
pendencies and enforce consistency among the original, patchon both the UniversalFakeDetect (UFD) [44] and GenIm-
shuf ed, and noise-derived views. The resulting descriptors age [76] datasets. The UFD dataset comprises approximately
are p-normalized, yieldindawn andfs, and then concatenated 720K training images, evenly split between 360K authentic

to construct the nal multi-view invariant representation: samples sourced from LSUN [71], LAION-400M [53], and
PO ImageNet [13]; and 360K synthetic images produced by a
frusea= Concat(fan; fa): (8) diverse set of generative models (e.g., ProGAN [30], Style-

. . _ GAN [31], GLIDE [42], and DALL-E [48]). However, later
Intuitively, the original branch embedding preserves seman- e considered Genlmage [76] dataset only for our training
tic delity, the patch-shuf ed embeddingseenforces robust- g evaluation as it is more recent, and robust in terms of

ness by disrupti_ng s.patially correlated sr_wortcuts, and the r?Oi?eqUality, number of images, types of generators, and content
based embedding,éntroduces content-independent statisti- \4rjations. The Genlmage dataset consists of approximately
cal cues that emphasize generator-speci c artifacts. By jointly 5 gg mjllion samples, divided into 1.33 million real and 1.35

modeling transformer-based self-attention and DCT-based yijiion synthetic images. For each generator type, 50,000

4th-order statistics, the proposed fusion strategy achieves i”images are reserved for testing. The synthetic subset is pro-

variance tq spatial perturbations vyh?le remaining sengitive t0 Juced by eight different generative models, including one
subtle statistical traces characteristic of synthesized imagerygan (BigGAN [6]) and seven diffusion-based models: Sta-
Classi cation head. The fused representation is passed pje Diffusion V1.4 [51], Stable Diffusion V1.5, GLIDE [42],
thrqugh a linear classi cation layer to produce the nal pre- VQDM [21], Wukong [20], ADM [14], and Midjourney [41].
diction: We extended the Genlmage dataset by adding StyleCLIP
Y =S(WF fuseatb); ) datasets (labeled as Sec3, non-adversarial data) from Abdullah
et al. [1] as a separate class, which has a balanced set of
16,000, 2,000 and 2,000 images across both fake and real
classes for training, validation, and testing, respectively. For
training the modi ed  model with our methodology, we
used only 36,000 images from the extended Genlmage dataset
1M (due to time and resource constraints), randomly selected in
L= =8 vilogi+(1y dlog 19, ; (10) equal number from each of its classes, and for validation we
Mz used all the given data. We maintained content variations even
though selecting only a limited number of images for training
(36,000 out of 2.68 million). Importantly, we did not use any
adversarial data for training.
Datasets for testing. To test our trained models against ad-
versarial attacks, initially we considered using two datasets
RAID [16] and Abdullah et al. [1]. RAID provides approxi-
mately 72,000 adversarially-perturbed images derived from
multiple text-to-image models, designed to systematically
¥est how well image-generation detectors withstand deliber-
ate evasion attempts. The dataset is constructed by attacking
Why the combination improves robustness? Patch shuf e an ensemble of seven SOTA detectors, and includes exam-
and rotations suppress scene semantics and orientation cugdes that transfer across unseen detectors, thereby revealing
responsible for crosscene failures, compelling reliance signi cant vulnerabilities in current detection systems [16].
on universal, lowlevel regularities; MMBSN contributes Abdullah et al. [1] introduced a dataset of adversarial fake
contentagnostic evidence; and fourtirder frequency pool-  images generated by leveraging large vision foundation mod-
ing emphasizes heasgiled spectral irregularities harder to  els to perform content-aware manipulations rather than clas-
steer via surrogatguided semantic editing. Together, these sic pixel-level perturbations. Given an already deceptive syn-
modules directly counteract the vulnerabilities highlighted thetic image, the attacker speci es a semantic attribute via
in recent robustness studies while remaining trainemgd a text prompt (e.g., “a smiling face”), and uses the founda-
architecture-agnostic [72, 75]. tion model to alter that attribute while preserving the image's

wheres() denotes the sigmoid activation function, W is the
learnable weight matrix of the fully-connected (FC) layer, and
b is the bias term. The model parameters of the classi er are
optimized using the binary cross-entropy loss:

whereM is the batch sizegy; 2 fO; 1g is the ground-truth label

of thei-th sample, ang; is the prediction. During training, the
CLIP backbone remains frozen, while the self-attention mod-
ule and classi cation head are optimized, ensuring that learn-
ing focuses on invariant relational and higher-order statistical
representations. This design plugs into discrepdrased
frameworks (e.g., B) with minimal changes and avoids ad-
versarial training, yet targets the very weaknesses exposed b
black-box surrogate attacks.



realism. Crucially, this procedure does not rely on additive mensionality reduction. With the backbone frozen, the whole
adversarial noise; instead, it modi es high-level semantics to network is trained on a single NVIDIA A100 80GB GPU with
evade detectors that were trained on non-semantic corruptionsa batch size of 64, except for the experiment with fourth-order
(cf. RAID's noise-based adversarial perturbations). Empirical statistics, for which we used a H100 96GB GPU due to more
evaluation [1] shows that these content-aware, semanticallyGPU memory demand. During training, we employ the Adam
guided edits signi cantly degrade detector performance. optimizer [32] with an initial learning rate df 10 4 and no
Evaluating the quality of adversarial data. Abdullah et ~ weight decay. All input images are rst resized266 256

al. [1] used the Kernel Inception Distance (KID) [5] metric and subsequently randomly croppe®®# 224 (native res-

to measure synthetic image quality. KID measures the dis-olution of the backbone model CLIP: ViT-L/14). The data
tribution distance between the real and fake image sets. Theaugmentation strategy follows prior work [44, 65], incorporat-
values are unbounded, and smaller values (closer to zero) ining Gaussian blur and JPEG compression to enhance robust-
dicate better synthetic image quality, i.e., fake images matchness. Speci cally, the JPEG compression quality is uniformly
the distribution of the real images. Abdullah et al. obtained a sampled within the range of 30 to 100, while the Gaussian
KID score of 0.008 from their SD dataset. For the RAID [16] blur parametes is randomly selected from the interjal, 3],
dataset, we computed the KID score of 0.026, which is far each applied with a probability of 0.5. During validation and
larger (over 3.25x compared to [1]), indicating degraded im- testing, all images are resized284 224 without applying

age quality (which we also manually veri ed). So, we nally —any data augmentation to ensure the evaluation is determinis-
excluded the RAID dataset for the evaluation of our models tic. For training the modi ed B up to third-order pooling, it

and the baselines. We also excluded the adversarial noiséook around 24 hours per epoch in an A100 80GB GPU; for
(perturbations) based StatAttack [24] due to the same reasorfourth-order pooling it took around 14 hours per epoch in a
(also as their dataset is not public, we could not compute theH100 96GB GPU.

corresponding KID score). As summarized in Table 3, our proposed modi cations in
Evaluation metrics. We employ classi cation accuracy and D?® consistently outperform the original model across all eval-
average precision (AP) to evaluate the performance of theuated adversarial datasets. Speci cally, we achieved a substan-
selected detectors, using a xed threshold of 0.5 when calcu-tial improvement in classi cation accuracy, with an average
lating the accuracy score for each detector, followirfg D). gain of +16:72% over the baseline. Surprisingly, the most
AP measures how well a model distinguishes between realsigni cant enhancement is observed for the advV2 dataset,
and synthetic images, independent of any particular decisionwhich is created by Abdullah et al. using the most effective
threshold. Some prior studies [36, 44, 65, 67] report the meansurrogate model shown in their work (CLIP-ResNet), where
Average Precision (mAP) by computing the AP for each im- our model yields a22:74% increase in accuracy, demon-
age generator separately and then taking their average. Howstrating superior robustness against CLIP-based adversarial
ever, this simple averaging approach overlooks the consid{perturbations. Furthermore, the consistent gains in Average
erable variability in optimal classi cation thresholds across Precision (AP), averaging9:94%, indicate that our model
different generators [18,65]. In realistic deployment scenarios, maintains a more reliable ranking of fake samples even under
users cannot feasibly ne-tune detection thresholds for every sophisticated surrogate-model attacks. These results suggest
unseen generator. We thus adopt a uni ed evaluation metricthat by integrating fourth-order frequency statistics with self-
by computing a global AP that enforces consistent decision attentive cross-branch modeling, our architecture successfully

standards across all tested generators, followiR§7D]. mitigates adversarial attack without adversarial training that
remains elusive to recent SOTA defense mechanisms.
5.2 Implementation and Results Improvement of weak detectors. We selected the ve worst-

performing detectors from Abdullah et al. [1] to test if those
In this section we provide implementation details to incor- could be improved by implementing our proposal. The ve
porate our changes to the six target detectors, and results ofletectors are: DCT [50], DE-FAKE [54], CNN-F [65], Patch-
our proposed improvement. We rst discus$ [J0], which Forensics [9] and Resynthesis [23]. First, we tried to repro-
has been selected among the seven recent SOTA detectorguce the results of Abdullah et al. We could reproduce all the
for its comparatively best performance (see Sec. 3) againstresults except DE-FAKE [54] and Patch-Forensics [9]. For
adversarial attacks. Then we discuss the ve worst perform- DE-FAKE [54], the maximum difference between Abdullah
ing detectors selected from the eight detectors of Abdullah et et al. [1] and our reproduced resultGd%for the Ef cient-
al. [1] for improvement by implementing our techniques. Net dataset. For Patch-Forensics [9], the maximum difference
Improvement of D3. Following its original design [70], inour  between [1] and our reproduced resul6@&44%for the ViT
experiments, we utilize the CLIP ViT-L/14 model, pretrained dataset. We attempted to clarify this discrepancy via personal
on the extensive WeblmageText dataset, as the backbone focommunication with the authors. At the time of this sub-
extracting patch-level representations. To preserve rich infor-mission, the discrepancy remains unresolved. For the other
mation, we use the penultimate layer features prior to any di-three models DCT [50], CNN-F [65] and Resynthesis [23],



Attack Dataset Acc AP

D3 Ours D Ours
Sec5.2 Advimages w/ Surrogate Models CLIPResNet 0.788 0.9120 0.854 0.9466
Sec5.2 Advimages w/ Surrogate Models  Ef cientNet 0.859 0.9480 0.923 0.9673
Sec5.2 Advimages w/ Surrogate Models  ViT 0.813 0.9285 0.902 0.9635
Sec5.2 Advtrained CLIPResNet advV2 0.752 0.9230 0.832 0.9549
Sec5.2 Dataset for Adv. training ForDefenses 0.778 0.9245 0.841 0.9540
Sec5.2 Dataset for Adv. training ForSurrogate 0.796 0.9275 0.855 0.9506
Sec5.2 surrogate-StyleCLIP-dataset StyleCLIP 0.819 0.9715 0.909 0.9795

Table 3: Performance of our model vs. the origindld2fense, tested against adversarial datasets (Abdullah et al.)

Surrogate DCT [50] DE-FAKE [54] CNN-F [65] Patch-Forensics [9] Resynthesis [23]
Model SP24 Ours Imp. SP24 Org. Ours Imp. SP24 Ours Imp. SP24 Org. Ours Imp. SP24 Ours Imp.
Ef cientNet 57.43 27.81 51.6%75.76 26.90 3.63 86.5%40.06 15.44 61.5% 28.37 43.43 30.89 28.9%44.58 23.21 47.9%
ViT 53.41 16.76 68.6% 78.43 28.57 8.48 70.3%32.23 10.50 67.4% 13.47 34.05 23.30 31.6% 37.39 16.22 56.6%

CLIP-ResNet 88.35 9.80 88.9%80.04 40.49 11.63 71.3%70.85 15.03 78.8%40.96 72.76 58.60 19.5% 73.96 24.93 66.3%

Table 4: Evaluation of the defenses on adversarial fake images created using Abdullah et al. [1] (labeled as SP24). We use “Org.”
for our reproduction of SP24 attacks, where our results signi cantly differ with SP24. We ieRdar the fake class 856,

where lower is better. The “Imp.” columns show the percentage reduction in recall degradation achieved by our modi ed model
relative to the baseline.

we could reproduce the result with a deviation of unghgr catenated with CLIP image—text embeddings for enhanced
from the result of Abdullah et al., which could be attributed to diffusion deepfake detection. We retrained the model using a
the version differences of machine learning libraries. Table 4 single A100 80 GB GPU within 24 hours for the best result.
summarizes our results. We then implemented our proposalFor the modi ed DE-FAKE, the maximum improvement of
into the ve selected models. For a fair comparison, we used 86:5%reduction in recall degradation is observed for Ef -
StyleCLIP datasets (labeled as Sec3, non-adversarial) froncientNet, and the minimum improvement#d:3%reduction
Abdullah et al. [1] for retraining each model following the pro- in recall degradation is observed for ViT.

cedure in their paper. Our results are summarized in Table 4, Eor cNN-F [65], we extended the original detector by in-
showing clear performance improvement for each defensecqrporating patch-based DCT fourth-order spectral statistics.
after implementing our proposal. We also depict our modi - |mages are rst decomposed into xed-size blocks, and their
cations compa_red to the original r_nodels, except for DCT and pcT coef cients are computed using mean, variance, skew-
CNN-F, as their papers lack architectural gures. ness, and kurtosis, which are fused with CNN features to
In DCT [50], we replaced the raw log-DCT coef cients improve robustness against generative artifacts. The model
with multi-band DCT features, computing patch-wise fourth- was then retrained using a single A100 80 GB GPU, which
order spectral statistics (mean, variance, skewness, kurtosisjook a total runtime of 1 day and 15 hours, and we got the best
over low, mid, and high frequencies, yielding a compact, result at the 23rd epoch. For the modi ed CNN-F, the maxi-
distribution-aware representation for diffusion deepfake detec-mum improvement o¥8:8%reduction in recall degradation
tion. We retrained the model using a single A100 80 GB GPU is observed for CLIP-ResNet, and the minimum improvement
within 24 hours for the best result. For the modi ed DCT, the of 61:5% reduction in recall degradation for Ef cientNet.

maximum improvement 88:9%reduction in recall degra-  For Resynthesis [23], we extended the detector by augment-
dation is observed in the case of CLIP-ResNet, and the mini-ing spatial residual features with global frequency-domain
mum improvement ob1:6%reduction in recall degradation  statistics derived from the DCT, capturing fourth-order dis-
is observed in the case of Ef cientNet. tributional shifts introduced by diffusion and GAN-based
For DE-FAKE [54], we augmented it by integrating patch- generators (see Figure 6, in the appendix). Unlike the original
based DCT fourth-order spectral statistics (see Figure 5, inmodel, our DCT statistics are non-learned, global descriptors
the appendix). Images are rst decomposed into patches; afextracted from reconstruction residuals and fused with Con-
ter that low, mid and high frequency bands are summarizedvolutional Neural Network (CNN) features. The model was
using mean, variance, skewness, and kurtosis, which are conthen retrained for 100 epochs (following the original paper)



using a single A100 80 GB GPU, which took a total runtime pefense Acc AP
of 4 days and 3 hours. For the modi ed Resynthesis, the max- -
imum improvement 066:3%reduction in recall degradation ~ Patch-Shufing _ 0.819 0.909

is observed for CLIP-ResNet, and the minimum improvement Patch-Shufing + Random Rotations ~ ~ 0.812 0.902
of 47:9% reduction in recall degradation for Ef cientNet. Patch-Shufing + Random Rotations + Flip 0.795 0.881

For Patch-Forensics [9], we extended the original architec- ] ) ] ]
ture by integrating a DCT-based statistical branch that Cap_Table 5: Effects of different disruption strategies evaluated on
tures fourth-order frequency statistics (mean, variance, skew{n€ Surrogate_StyleCLIP dataset [1]
ness, and kurtosis), computed over the 2D DCT coef cients
of the input image (see Figure 4, in the appendix). These
global frequency descriptors are then fused with Convolu-
tional Neural Network (CNN) features, while patch shuf ing
is introduced for data augmentation to emphasize local artifact

against adversarial attacks. The results show that fourth-order
pooling consistently achieves the best performance.

inconsistencies and improve generalization. The model was _F00ling Order Acc AP

then retrained for 1000 epochs (following the original paper)  First-order statistics 0.8530 0.9257

using a single A100 80 GB GPU, which took a total runtime  Second-order statistics 0.7900 0.8800

of 4 days and 6 hours. For the modi ed Patch-Forensics, the  Third-order statistics 0.7960 0.7725
maximum improvement d31:6%reduction in recall degra- Fourth-order statistics 0.9715 0.9795

dation is observed for ViT, and the minimum improvement of

19:5% reduction in recall degradation for CLIP-ResNet.  Table 6: Performance of our defense evaluated on the Surro-

gate_StyleCLIP dataset [1] w.r.t. different pooling orders
5.3 Ablation Study

We performed ablation studies only foP [70], where we
integrated all of our methods.
Effects of different disruptions. Unlike D2 [70], we applied . . .
various disruptions, e.g., patch-shuf ing, random rotations 6.1 Variations in Performance Gain
(e.g., 90, 180, 270), ipping of the image at the patch level. Our proposal clearly improved all the SOTA detectors we
Table 5 summarizes the results for integrating our techniquesexperimented with (see Table 4). However, the magnitude of
in D3 only. We studied their effects on the model performance improvement varies according to the baseline's architectural
without introducing the third branch of content-agnostic fea- priors. Our method provides the most signi cant gains (up to
tures in the original model architecture of Dt is evident that 88:9%reduction inDR) for DCT [50], as it uses mean ( rst-
random ip does not improve the result, while patch-shufing  order statistics), variance and the power spectrum (second-
alone provides the best outcome. Although no performanceorder statistics). The attacks of Abdullah et al. [1] force the
gain came from adding random rotation, we still kept it for adversarial generator to prioritize speci ¢ semantic features
robustness against the use of directionality in images to creatge.g., a smile) while satisfying the “must look real to the sur-
deepfakes, following Lorch et al. [39]. We did not conduct rogate” constraint. The generator often produces textures that
any ablation studies after adding the third MM-BSN branch as are “cleaner” or more “standardized” than a raw fake image,
integrating it for content-agnostic features is highly resource- against which DCT [50] is easily fooled as these semantic
intensive and increases training time very signi cantly. changes shift the rst- and second-order statistics into the
The D® integration took approximately 14 hours/epoch on “reg|” range (i.e., DCT looks for speci ¢ spectral peaks or
an Nvidia H100-96GB, and achieving convergence required mean/variance shifts). Similarly, CNN-F [65], which typi-
over two weeks. A full ablation isolating the MM-BSN branch  cally relies on rst- or second-order spectral statistics, shows
would require training four model variants (with/without  signi cant improvement with our updates in the network ar-
MM-BSN crossed with with/without fourth-order-statistics), chitecture. By integrating fourth-order moments, our model
each taking comparable time, amounting to roughly 6-8 identi es high-order statistical anomalies in the residual do-
weeks of additional H100-time. Similarly, the ve weaker main that are not easily masked by adversarial optimization.
detectors may take approximately 2—-3 months of additional ~ Conversely, the performance gain over Patch-Forensics [9]
A100/H100-time. Note: Table 4 shows that DCT fourth-order is relatively more moderate, ranging frat8:5%to 31:6%
statistics are the critical driver, yielding up to 88.9% recall We attribute this behavior to a partial overlap in inductive
degradation reduction (for the DCT detector [50], without biases; Patch-Forensics is speci cally designed to detect local
MM-BSN/triple-path learning). textural inconsistencies by restricting the classi er's receptive
Pooling order. Table 6 summarizes the effects of different eld to small image patches. Our architecture adopts a similar
pooling orders on the modi ed Pmodel [70] performance  strategy by extracting = 16 random patches @24 224

6 Discussion



resolution, processed via a ResNet50 backbone [22]. This rst-order features, while fourth-order statistics yield a sub-
patch-wise approach inherently avoids the global semanticstantial gain. This demonstrates that the improvement arises
shortcuts that allow adversarial attacks to fool whole-image from the speci ¢ information captured by kurtosis, rather than
detectors. However, our model achieves superior robustnesgrom simply adding more features. As established in prior
by augmenting these spatial features with a dedicated DCT4requency analyses [19, 65], periodic artifacts from GAN up-
based branch. While Patch-Forensics relies on spatial RGBsampling layers manifest as high-magnitude outliers/spikes in
distributions, our model incorporate28; 480dimensional the residual frequency domain, creating a distribution, which
frequency feature vector derived frddn8 and16 16 block- is both leptokurtic and asymmetric [27]. Such distributions
wise DCT transforms. By calculating the mean, variance, exhibit a sharper central peak and “heavy tails,” indicating a
skewness, and kurtosis across these blocks, our classi er caphigher probability of extreme values or outliers compared to
tures high-order statistical anomalies, such as the spectrah normal distribution. In our framework, these outliers corre-
“spikes” and asymmetric residual distribution characteristics spond to the spectral spikes induced by generative upsampling
of GAN-based upsampling [19,65], which are often smoothed layers. From a theoretical perspective (see Appendix A), the
in the spatial domain to evade local texture classi ers. The fu- rst four moments provide a minimal characterization of dis-
sion of patch-based spatial features with these multi-order fre-tributional shape, with kurtosis capturing tail heaviness and
guency invariants allows our model to maintain high detection outlier prevalence. In our setting, adversarial images exhibit
accuracy even when adversarial manipulations successfullyleptokurtic residual-frequency distributions due to structural
preserve local pixel coherence. artifacts introduced by generative models. Our model is effec-
tive because while the mean and variance may be manipulated

62 P ible R for Our | to appear real, the skewness and kurtosis remain character-
: ossible Reasons for Our Improvements istically fake, allowing our multi-order statistical pooling to

Even though Abdullah et al. [1] use StyleCLIP (a founda- &XPOSe the genera‘Five traces.that semaqtic—based attacks over-
tion model-based interface), the actual image's pixels are still /00K (see Appendix B for differences in average kurtosis
being produced by the underlying GANSs, i.e., StyleGAN2, values between real and synthetic images).
which is their primary tool for crafting adversarial images.
StyleGAN2, like most.GANs, uti!izes upsampling layers ((_e.g.., 6.3 Feature Space Visualization via t-SNE
transposed convolutions) that inherently introduce periodic
correlations between pixels [65]. As demonstrated by Frank With two of the selected detectors Resynthesis [23] and CNN-
et al. [19], these structural footprints manifest as distinct spec-F [65], we conducted a more in-depth analysis of the learned
tral spikes in the frequency domain. While the adversarial feature space to evaluate the impact of our DCT-based fourth-
attacks of Abdullah et al. [1] update the generator's weights order statistical features on latent space representation. For
to modify semantic content and evade CLIP-based surrogatesthis analysis, we utilized t-SNE [62] to visualize the extracted
the structural nature of the underlying upsampling architec-features; see Figure 2. For Resynthesis (Figures 2a-2b), real
ture remains unchanged, which inherently introduces peri-and synthetic images form more separable clusters in the
odic artifacts, in the form of periodic pixel correlations that learned feature space in the case of DCT-based fourth-order
manifest as high-frequency spikes in the residual frequencystatistics features. The t-SNE visualizations reveal that the
domain [19, 65], which we used to identify adversarial fake. DCT-based fourth-order statistics-enhanced model learns a
The attack by Abdullah et al. [1] is guided by surrogate clas- more discriminative feature space, where real and synthetic
si ers (e.g., Ef cientNet, ViT, or CLIP), which primarily focus ~ images form compact and well-separated clusters. In contrast,
on semantic features and low-to-mid frequency energy ( rst- the original baseline model (Figure 2a) exhibits signi cant
and second-order statistics), leaving higher-order propertiesoverlaps between classes, consistent with its lower accuracy
of residual-frequency distributions largely unconstrained. Our and recall. The DCT-based fourth-order statistics represen-
framework exploits this blind spot by (i) integrating semantic tation (Figure 2b) depicts a clearer separation between real
disruption (patch shufing and rotation), which reduces re- and fake samples compared to the original spatial-domain
liance on global contextual cues and prevents the model fromfeatures, consistent with the improved recall and accuracy.
exploiting high-level semantics; (ii) content-agnostic residual  We also compare the t-SNE embeddings of the baseline
features, which suppress semantic information and emphaCNN-F against our proposed model. Figure 2c shows that the
size generator-induced noise patterns; and (iii) fourth-order original model exhibits signi cant inter-class entanglement
frequency statistics, which capture leptokurtic residual distri- when processing the adversarial dataset; a substantial num-
butions that persist under semantic manipulation. Importantly, ber of fake samples (red) is scattered within the real (green)
the observed improvements are not attributable to increasectluster, indicating a failure to extract discriminative features
feature dimensionality or model capacity. As shown in Ta- under perturbation. This mixing directly translates to recall
ble 6, performance varies non-monotonically with statistical degradation, as the decision boundary cannot effectively iso-
order: second- and third-order statistics do not outperform late the manipulated samples. In contrast, Figure 2d reveals



(a) Original (Resynthesis)  (b) 4th-order DCT (Resynthe- (c) Original (CNN-F) (d) 4th-order DCT (CNN-F)
Sis)

Figure 2: t-SNE visualization of feature embeddings across two detectors. From left to right: original and DCT-based fourth-order
representations for Resynthesis and CNN-F.

that by integrating frequency-domain statistical priors, our shufing is applied equally to both real and fake images, any
model successfully pushes a large majority of the fake sam-artifact introduced by shuf ing is class-independent, i.e., non-
ples into a distinct, high-density cluster with signi cantly less discriminative. Third, as shown in Table 5, patch shuf ing
real class leakage. There is relatively clear separation betweeralone yields an accuracy of 0.819 on the StyleCLIP adversar-
the green and red distributions, suggesting that our approachal dataset, identical to that of the originaf Dndicating that
successfully recaptures discriminative signals that the baseperformance gains are not driven by spurious discriminative
line model misses, effectively mitigating the degradation of cues introduced by shuf ing. Finally, during inference, the
recall in adversarial scenarios. full unshuf ed image is also processed, so the model never
relies exclusively on the shuf ed representation.

6.4 Other Considerations Adversarial attacks against the proposed features. We per-
formed some preliminary experiments. By explicitly minimiz-
Evaluation against other attacks. We further evaluated our ing the error between the adversarial and authentic kurtosis
enhanced-D (realistic Genlmage datasets) on the RAID across radial-frequency bands, we forced the optimizer to
benchmark [16], which includes a substantial proportion of sculpt more organic deepfakes, resulting in 20% recall
abstract art images. This evaluation yielded a modest im-degradation (against our improved DCT detector). This needs
provement, with AP increasing from 0.857 to 0.8725. It is more experiments for validation.
important to note that RAID does not provide a corresponding
non-adversarial training set. Evaluation on StatAttack [24]
was not possible due to the unavailability of the dataset. In
contrast, the attacks introduced by Abdullah et al. [1] are prac-
tically relevant: semantic/content-aware black-box evasion
without additive pixel noise, speci cally designed to preserve
perceptual realism while defeating detectors. By comparison,y evaluating seven recent state-of-the-art detectors, we re-
noise-based perturbations (RAID/StatAttack) tend to degradecon rm the serious performance degradation reported by
visual quality (over 3xworse), thereby posing a lesser threat. Apgullah et al. [1] under adversarial attacks. Our proposed
Robustness against common manipulations. Our training  framework is designed to enhance the robustness of existing
pipeline incorporates JPEG compression and Gaussian blurstate-of-the-art detectors against such known adversarial at-
each applied with probability 0.5 (Sec. 5.2). The fourth-order tacks. Our results demonstrate that, when trained on datasets
DCT statistics are computed over frequency coef cients rather with suf cient semantic diversity and high visual delity, the
than raw pixels, adding inherent robustness to mild spatial per-proposed modi cations can substantially improve detector
turbations (cropping/screenshotting). We tested our enhancedobustness without requiring adversarial training data. In par-
D3 against the Surrogate-StyleCLIP-dataset with a few manip-ticular, incorporating diverse semantic content within training
ulations; the average-precision values are as follows: 0.9794datasets helps mitigate reliance on spurious semantic artifacts,
(75% JPEG-compression), 0.9470 (80% center-crop), 0.9830while ensuring that each class includes samples generated
(screen-shot-simulation); the baseline AP is 0.9795. by a wide range of high-quality generative models. Further-
Over tting mitigation. Our design mitigates over tting to more, our ndings highlight the importance of emphasizing
shuf ing-induced artifacts through several mechanisms. First, content-agnostic representations and higher-order statistical
patch-shuf ing is applied randomly at training time with vary- features in detector design. While our work provides a prin-
ing patch boundaries, thereby preventing the model from cipled approach toward this direction, it also reveals several
learning xed discontinuity patterns. Second, because patch-open challenges that warrant further investigation.

7 Conclusion
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of Canada. Regarding rights-based harms, no direct violations of pri-

vacy, consent, or autonomy occurred, as all experiments used
Ethical Considerations public datasets and no human participants.
We implemented several measures to address these risks.
We begin our ethical analysis by identifying the primary Our key mitigations are: (i) We exclusively used publicly
stakeholders impacted by our work. They include: (i) victims available, non-sensitive datasets (Genimage and StyleCLIP),
of deepfake abuse (e.g., individuals targeted by harassmen@nd pretrained models; (ii) We open-source our code and
blackmail, non-consensual intimate image abuse, or political improved models to promote transparency, reproducibility,
disinformation); (ii) society at large (general public affected and equitable access; (i) We explicitly avoided low-quality
by misinformation and erosion of trust in digital media); (i) adversarial datasets (e.g., RAID) to prevent misleading evalu-
developers and users of deepfake detection systems (e.g., m&tions; (iv) We did not perform adversarial training, reducing
dia sharing platforms, journalists, and forensic analysts); (iv) the risk of exposing harmful content during training; and
generative Al companies and content moderation teams; (v)(V) All attacks we tested on new detectors are already pub-
malicious actors who create adversarial deepfakes; and (vi)ic [1]. Our attack experiments were performed locally, in a
the research community working on the problem of deepfake controlled lab setting within our own lab machines, or in our
detection. school's computing cluster. We did not experiment with live
Our research was guided by core principles for ethical com-Systems or services. We also do not propose any new attack
puting research [33]. The ethical principles we considered are:methodologies for deepfake image generation, or bypassing
(i) Bene cence: Our work seeks to improve the robustness of the current SOTA detectors. Our techniques are designed to
SOTA deepfake detectors against content-manipulating adverhelp defenders to improve robustness of their deepfake image
sarial attacks without requiring adversarial training, thereby detectors.
reducing the real-world harm caused by high-quality syn- Despite these efforts, some challenges remain. The un-
thetic images used for disinformation, harassment, and black-mitigated/ residual risks include: (i) An ongoing adversarial
mail; (ii) Respect for Persons: No human subjects, private arms race may continue, as attackers can adapt to our im-
data, or deceptive experiments were involved. We used onlyprovements; and (ii) Generalization may be limited in certain
publicly available datasets; (iii) Justice: We aim for fair de- cultural or demographic contexts.
tection performance across diverse content types. However, After weighing these factors, we decided to conduct and
we acknowledge that detection systems may still inherit bi- publish this research because the potential bene ts (signi -
ases from training data or model architectures, potentially cantly stronger defenses against current adversarial deepfake
leading to uneven performance across demographics or imattacks) substantially outweigh the associated risks. Although
age styles. We did not measure or mitigate demographic biaspublishing robustness evaluations and defense strategies may
as the Genlmage and StyleCLIP datasets we used are noindirectly help adversaries understand current detector lim-
annotated with demographic attributes, which will require itations, the attacks evaluated in this work are already pub-
substantial additional data collection and labeling effort be- licly known [1], and our work does not introduce new attack
yond the scope of this work. Genlmage uses ImageNet ob-methodologies or provide operational guidance for misuse.
ject/animal classes, and StyleCLIP is a face-only dataset with Instead, the primary contribution is improving defensive ro-
no demographic labels such as skin tone, ethnicity, or identity.bustness against existing threats. Prior work has documented
Future work should audit deepfake detectors using demo-broad societal risks of deepfake technologies, including black-
graphically strati ed benchmarks, particularly given evidence mail, harassment, erosion of trust in digital media, and large-
in face-recognition literature that GAN artifacts can correlate scale disinformation [4, 63]. Legal and ethical analyses fur-
with skin tone due to training data biases. We view this as ther highlight concerns related to privacy violations and iden-



tity misuse, underscoring the need for effective regulatory [5] Miko aj Bihkowski, Danica J. Sutherland, Michael Ar-
responses [40]. These ndings are consistent with reported
real-world cases of deepfake misuse, involving blackmail with
Al-generated intimate imagery [4], psychological harm [3],
and political misinformation campaigns [63]. In light of these
ndings, we believe that openly advancing and evaluating
defensive techniques serves the public interest and supports
more trustworthy deployment of deepfake detection systems.
Finally, we con rm our legal compliance. No IRB approval

was required, as this work does not involve human subjects [7

or any collection/use of personal information. All datasets are
publicly available for research use. We did not test on live
systems, violate terms of service, or engage in unauthorized
access.

Open Science

Code and datasets are availablehdtps://doi.org/10.
5281/zenodo.20327568 We release the six detectors inte-
grated in our proposed framework. Detailed instructions for
building and running the code are included in README.md

le.

The size of our training subset (36,000 images) is 13.2
GB, which exceeds the storage limitations of the repository
platform. However, we provide sample images suf cient for [10]
running the code, though not for full reproducibility of our
results. The complete dataset can be made available upon
request (e.g., via Google Drive or other le-sharing services).
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Appendix

A Theoretical Justification For First—Fourth
Moments

The following theorem motivates first—fourth moments as
the minimal set capturing location/scale plus the first two
non-Gaussian shape descriptors.

Theorem 1 (Why first—fourth moments suffice, and why kur-
tosis matters). Let X denote a high-frequency DCT coefficient
drawn from the residual-frequency representation used by our
detector, and let P, and Py be the distributions of X for real
and adversarially generated images, respectively. Define stan-
dardized mgments “

X u k

w = E ;

S u = E[X]; s* = Var(X) > 0:

Assume: (i) P, is approximately Gaussian after standard-
ization (sensor-noise-dominated residuals), and (ii) Py dif-
fers from P, primarily by sparse, high-magnitude spectral
outliers (a “spike” deviation), i.e., a stylized model Z

(1 eN(;1)+eN (0;t2) withe 1andt> 1 captures
the dominant departure in the tail of standardized coefficients.
Then:

(a) First—fourth moments are the right set. Under (i), P, is
fully characterized (up to estimation error) by u; = 0 and
w =1 and has pu3 = 0; py = 3, so the first four moments
capture all low-order non-Gaussian departures from P, via
w3 (asymmetry) and pa (tail-heaviness).

(b) Kurtosis is especially important. Under (ii), the excess
kurtosis satisfies

K:=u 3=Q(t"); whereas Var(Z) = 1+Q(et?):

Hence, for rare but large outliers, us grows parametrically
faster than any first- or second-order statistic, making kurtosis
the lowest-order moment that sharply exposes spike-induced
tail deviations.

(c) Higher moments are unnecessary (and often undesir-
able) at patch scale. For n coefficient samples (e.g., from
a fixed DCT block/band), the empirical moment estimator
pe=1 1, ZF satisfies

Vap) = - E[Z] (EZD?

so reliable estimation of y requires control of the 2k-th mo-
ment. In heavy-tailed settings, E[Z*] grows rapidly with k,
implying that moments beyond fourth order (k  5) become
statistically unstable at practical n, while py remains the
highest-order moment that is both tail-sensitive and reliably
estimable.

Proof sketch. Part (a) follows from Gaussian standardized-
moment identities and the fact that u3; u4 are the first moments
that quantify non-Gaussian asymmetry and tail behavior. Part
(b) follows by direct computation of E[Z?] and E[Z*] under
the spike mixture, showing k scales as et* while variance
scales as et?. Part (c) follows from Var(p;) = Var(Z¥)=n and
the rapid growth of E[Z%] for heavy tails, which makes high-
order moment estimation noisy under fixed sample budgets.

B =y

(b) Adversarial fake image

(a) Real image residuals residuals

Figure 3: Comparison of spatial and frequency characteristics
of residuals across multiple samples. (a) Residuals from real
images exhibit near-Gaussian behavior, consistent with low-
amplitude, stochastic noise. (b) Residuals from adversarially
generated images display consistently heavy-tailed (leptokur-
tic) distributions, indicative of structured high-frequency arti-
facts.
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