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Abstract. Secure session termination is essential for protecting user ac-
counts on the web, especially after sensitive actions such as logging out
or recovering a password. While prior work has largely examined cookie
invalidation, we investigate the less-studied problem of token invalida-
tion in real-world web applications. Specifically, we focus on JSON Web
Tokens (JWTs) to look for invalidation flaws, as JWTs are stateless and
require web servers to implement a separate invalidation mechanism for
instant invalidation. We present LoginPlus, an automated system that
performs user registration, login, and password recovery across websites
at scale. Using LoginPlus, we audit the top one million sites from the
Chrome User Experience Report (CrUX) to identify flaws in token in-
validation. Our study finds that 85% of sites using JWTs for authoriza-
tion fail to invalidate tokens upon logout. We also observe that 2.67%
of sites log users in through email-based verification links, and among
these, 48% fail to invalidate the link after 24 hours. In addition, 13% of
password recovery links remain valid even after use, and 51% of sites do
not terminate prior active sessions after a password reset. These findings
reveal widespread shortcomings in how tokens are managed after authen-
tication, with critical implications for user privacy and session security.
Our work underscores the need for stronger logout and token lifecycle
practices in modern web authentication systems.

Keywords: Token invalidation - Session invalidation - Password recov-
ery - JSON Web Token.

1 Introduction

Cookies have long served as a key mechanism for web authentication, allowing
websites to store session data and user information. Early studies have exam-
ined their privacy and security implications, such as tracking and consent is-
sues [38I39/40/24]. More recently, token-based authentication has emerged as a
scalable and flexible alternative. Unlike cookies, tokens like JSON Web Tokens
(JWTs) are stateless and reduce server overhead by eliminating the need for
server-side session storage. JWTs can securely encode user permissions through
encrypted and signed claims [I8], offering stronger protection than cookies,
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which are often vulnerable to threats such as cross-site request forgery (CSRF)
[4142]. However, despite these advantages, the real-world security of token-based
systems remains underexplored, calling for a deeper investigation into their adop-
tion and associated risks.

A critical responsibility for developers is session invalidation, particularly
after logout, which requires terminating all session-related cookies or tokens.
Previous research, such as Calzavara et al. [9] and Mundada et al. [33], has
focused on whether cookies are properly invalidated. However, little attention
has been paid to token invalidation. Beyond logout, tokens should also be revoked
after sensitive actions such as password resets via email, where a tokenized URL
is used. Failing to invalidate such tokens may allow unauthorized reuse. We refer
to this security flaw as the improper invalidation problem.

To systematically examine this issue, we developed an automated tool, Login-
Plus, designed to detect improper token invalidation across multiple authoriza-
tion flows, such as JWT invalidation post-logout and tokenized URL reuse in
verification and password recovery. Our test design aligns with the OWASP
Application Security Verification Standards (ASVS) [48], focusing on relevant
recommendations from Appendix We reinterpret these guidelines into con-
crete test cases to uncover real-world instances of improper token invalidation
as described below.

The first invalidation issue we examine is the handling of JWTs after user
logout. Since JWTs are stateless and not stored on the server, developers face a
trade-off between simplified session management and proper logout invalidation.
They must either rely on JWT expiration or implement explicit server-side revo-
cation. As detailed in Appendix [A] our initial experiment investigates whether
developers adopt proactive invalidation or rely solely on expiration. LoginPlus
captures JWTs from HTTP requests during active sessions and reuses them
post-logout to test for explicit invalidation mechanisms.

ASVS recommends that tokens sent via out-of-band channels such as email
expire within 10 minutes and be single-use to mitigate interception risks. During
password recovery, the current password should never be revealed, and all com-
munications must occur over secure channels. LoginPlus verifies user accounts
and performs password recovery using email URLs, checking if the links can be
reused or grant direct access. Each link is tested immediately, then again af-
ter 24 hours and 7 days. We also assess TLS usage in email delivery, inspect
for plaintext passwords, and verify session termination post-recovery to ensure
secure and confidential handling.

Although previous studies (e.g., [9I33]) have investigated cookie invalidation
after user logout by checking the browser state, our study examines different
token-based authorization flows, both on browser sessions and individual HTTP
requests. For example, our experiment on JWT invalidation after user logout
focuses on individual HTTP requests that use JWTs to authorize various re-
sources, rather than user sessions. In contrast, other authorization flows in our
study, such as user verification through email, password recovery, and session
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invalidation after a password reset, involve assessing whether the browser still
indicates that the user is logged in after these actions.

Automating these analyses presents challenges due to websites’ non-deterministic
behavior. Login, logout, and password recovery flows are often disrupted by dy-
namic content, redirects, or inconsistent Ul elements. CAPTCHA protection
further complicates automation. Although we use AZCaptcha [4], its limita-
tions, such as unsolved challenges or timeouts, affect success rates. Since two of
our test cases are based on successful logout detection, our findings should be
viewed as lower-bound estimates.

Contributions and Notable Findings.

- We develop a fully automated black-box tool, LoginPlus, to audit token-
based authorization flaws on live websites. It supports automated registra-
tion, login, logout, traffic monitoring, and email-based password recovery,
while enabling differential analysis to identify improper token invalidation.

- Using the Chrome User Experience Report (CrUX) top 1M sites, we submit-
ted registration forms on 44,012 websites, logged in to 26,551, and logged
out from 5,642. We verified 6,392 sites via account verification URLs and
reset passwords for 1,356 using recovery emails.

- Our automated analysis shows that developers rarely implement explicit
JWT invalidation after logout. Out of 520 sites tested, 446 (85%) continued
to accept JWTs in requests even after the user logged out.

- We find 171 of 6,392 sites grant account access through verification URLs,
with 83 of them remaining valid after 24 hours. Additionally, 173 of 1,356
sites allow reuse of password recovery URLs even after the password has
been changed.

- Our findings show that 691 of 1,356 websites (51%) do not terminate exist-
ing sessions after a password reset, posing risks if a user loses access to a
previously logged-in device.

- We identify token exposure risks in verification and recovery emails. Specif-
ically, 57 sites did not use TLS for email delivery, while 146 and 89 sites
served verification and recovery URLs over HTTP. Also, 339 and 42 sites
stored these tokens in local storage.

2 Related Work

Most large-scale studies focus on either the landing or authentication pages
(e.g., login, registration), as accessing post-authentication areas typically re-
quires complex user account creation. These studies analyze a range of privacy
and security concerns such as credential leakage, browser fingerprinting, and
general page security [30J3T129134136]. More recent efforts have automated regis-
tration, login, or both to measure web security vulnerabilities at scale [TJGISI9I35].
These works explore diverse topics including authentication flows, cookie secu-
rity, logout invalidation, and SSO compliance.
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While prior automated studies differ in how they implement account cre-
ation and login, several stand out. Ghasemisharif et al. [I] leveraged Facebook
SSO, logging into 1.9k/100k sites. Roomi et al. [6] and Kubicek et al. [35] used
traditional registration methods, while Drakonakis et al. [§] combined both
approaches. Notably, Kubicek et al. only analyzed emails and GDPR compli-
ance, skipping login. Roomi et al. and Drakonakis et al. successfully registered
to 45k/1M and 25,242/1.6M websites, respectively. Calzavara et al. [J] used
BugMeNot [49] to automate logins, succeeding in 6,766/53.6k sites. In contrast,
we adopt the dataset from Roomi et al. but redefine successful registration as
a completed login using submitted credentials. By this measure, we submitted
forms to 44,012 sites and achieved successful logins for 26,551, aligning better
with our study’s need for authenticated sessions.

The overlap between our work and prior studies is summarized in Table
Like Calzavara et al. [9], we re-evaluate session cookie invalidation after logout,
detect missing ‘Secure’ and ‘HttpOnly’ attributes, and assess PII leakage via vul-
nerable cookies and local storage. Drakonakis et al. [§] focused on identifying
authentication cookies and demonstrating private data leaks. In contrast, our
study centers on tokens, avoiding the costly task of identifying session cookies.
Roomi et al. [6] analyzed insecure login practices such as credential transmission
over HTTP and lenient password checks. Our work aligns with theirs in analyz-
ing password reset behavior, but we go further by actively resetting passwords.
Finally, although existing studies perform account verification via email [SI35]6],
none examine whether verification URLs lead to automatic login, as we do.

Regarding session invalidation after logout, our study focuses on JWTs rather
than session cookies. Prior research has explored JWT revocation methods, in-
cluding short-lived tokens, blacklisting, and secret rotation. Janoky et al. [12]
proposed grouping users (e.g., via hashed usernames) to change JWT secrets at
the group level for efficient invalidation. A follow-up study [13] evaluated this
method based on architectural complexity, latency, and scalability. Other works
have examined the performance of JWT signing algorithms [26/32], and several
proposed JWT-based authentication schemes across platforms like IoT and Web
[IEUT6IT7I37/43]. In contrast to these studies, we conduct a measurement on the
overall usage of JWT and the magnitude of improper invalidation of JWT in
websites.

In prior studies, email headers have been used to detect spam [22/23[21]. We
analyze the headers of the received emails in order to determine whether proper
TLS connection was used or not. In other words, we identify which emails show
the alert that the sender did not encrypt the message.

In summary, prior large-scale studies have examined session management,
cookies, and SSO, while others have used JWTs for secure authentication or men-
tioned their improper invalidation. However, none have measured JWT preva-
lence or how common improper invalidation is in the wild. In this work, we

! In the study by Calzavara et al. [9], BugMeNot [49], a crowd-sourced database of
shared credentials for websites, was utilized instead of manually or automatically
creating user accounts.
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Table 1: A summary of the test cases conducted in our study and their overlap
with closely related works. A ‘v’ indicates that the test is also covered in the
respective study, while a ‘-’ denotes that the test is not covered in the study.

Category 18] 9] 6] Our work
Publication year 2020 2021 2023
Registration Stats

- registration automated| collected D automated automated

- # of sites approached 1.6M 53.6k 1M 1M

- top list used Alexa Tranco CrUx Crux

- CAPTCHA - - v v
Login and Logout Stats

- # of successful login 25k 6k 45k 26,551

- logout - v - v

- # of sites logged out - 3.4K - 5,642
JWT invalidation after user logout

- #of wek JWT found - - - 6% (1,616/26,551)

- #of websites found with invalidation issue - - - 85% (446/520)
Password recovery

- request password reset - - v v

- #of websites send a plaintext password in email - - 570/44,703 174/44,012

- reset password - - - v

- successful password reset - - - 1,356

- # of websites URL token invalidation issue found - - - 173/1,356
Email verification

- verify user through email v - v v

- check access given to user account through verification URL - - - v

- # of websites give access to user account through verification URL - - - 171/6,392

- # of websites for which verification URLs remain valid after 24 hours - - - 83/171
Session invalidation after password reset

- # of websites not terminating active sessions after password recovery - - - 51% (691/1,356)
Cookies

- invalidation after user logout - v - '

- # of websites found with invalidation issue - 18% (604/3.1k) - 9% (513/5.6k)

- cookie attributes (‘Secure’ and ‘HttpOnly’) v v - v

- identify authentication cookies v v - -
Privacy leakage through

- vulnerable cookies (missing ‘Secure’ and/or ‘HttpOnly’ attributes) v v - v

- lack of TLS in email communication - - - '

- plaintext password in emails - - v v

address that gap by measuring JWT usage and invalidation across scenarios
like logout, email verification, and password recovery where tokens should ex-
pire after one use. Our study also assesses privacy risks from insecure emails,
vulnerable cookies, and improperly invalidated JWTs.

3 Threat Model

On-Path Network Attacker. This type of attacker can only eavesdrop, inter-
cepting unencrypted traffic on the path without modifying it. If a connection
uses HTTP instead of HTTPS, all data is visible to the attacker. For instance,
if a JWT is sent via a cookie over HTTP without the ‘Secure’ flag, it can be
stolen. Even when included in the response body, the JWT remains exposed.
The attacker can then reuse the token, especially if it is long-lived and not inval-
idated after logout. In the case of email verification or password resets, HT' TP
connections allow attackers to capture sensitive URLs during user actions.

Active Web Attacker. This type of attacker actively exploits vulnerabilities, such
as XSS, to run malicious JavaScript that can steal cookies or session tokens.
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If a JWT is stored in a cookie without the ‘HttpOnly’ flag, it’s accessible via
JavaScript. Tokens in local or session storage are also exposed to malicious scripts
running in the application’s context. Due to long expiry times and improper
invalidation, stolen JWTs pose greater risks. Similarly, email verification and
password reset tokens stored in local or session storage can be accessed the same
way.

Physical Access Attacker. This type of attacker gains physical access to a user’s
device, such as when a device is lost or used on a shared public computer where
the user forgets to log out and clear cookies. If the website does not automatically
terminate active sessions after a password reset, the attacker may retain access
even after the user changes their password.

Our study focuses on evaluating the validity of cookies and tokens across
different scenarios such as logout and password reset. While we assume attackers
may obtain these credentials, our goal is to identify server-side invalidation issues
rather than how the tokens are stolen.

4 System Design and Implementation

In this section, we explore the system design and implementation of our auto-
mated registration, login, and post-login analysis tool, LoginPlus. Figure [I] pro-
vides a high-level overview of the steps involved in the LoginPlus methodology,
illustrating the system design and different phases of the workflow.

4.1 URL Discovery, Registration, Login and Logout

Detecting Registration and Login Forms We crawl websites with missing
entries or invalid URLs using a Breadth First Search (BFS) approach with a
maximum depth of 2, following the data collection method in [8]. Starting from
the landing page (depth 0), we collect up to 15 URLs pointing to potential
authentication pages (depth 1), then repeat this process for each, limiting to 15
links again at depth 2. This bounds the crawl to a maximum of 30 requests per
site. If no authentication page is found, we search for login/registration URLs
using Startpage, Bing, and DuckDuckGo. Note that from our filtered dataset,
we crawled 384,847 out of 1M websites that support registration and login.

Registration After discovering registration and login pages, we can now pro-
ceed to test account creation. We use the registration module of SAAT [I] to
submit a registration form with several modifications. We describe them in the
following sections.

Filling Out Forms. We use SAAT [I] to identify and fill in registration fields
such as username, email, password, date of birth, country, and phone number
using HTML input element keywords. Initially, dummy data are used to trigger
dynamic content; actual data is filled afterwards. We maintain a page navigation
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LoginPlus Workflow

/ Phase 1 Phase 2 ‘\
A A Lifecy Token Analysis

URL discovery Email £ Capture HTTP Analyze JWTs
(registration/ handiing traffic M (post-logout)
login/ forgot
password) Check token Re-test after
AFcouht C.) Password | reusability 24 h /7 days

- reglstrallon/ reset (verification/ for persistence
login/ logout password reset)

Phase 3

Vulnerability Checks

am
@ C!’\eck_for. " Detect
“..=d4 non-invalidation privacy leaks

cases

Output summary
k table J

Fig. 1: Overview of the workflow of the LoginPlus tool. In Phase 1, the tool au-
tomates user actions including account registration, login, logout, and password
reset. Phase 2 involves collecting session tokens (e.g., cookies, JWTs) and analyz-
ing their validity and reuse. In Phase 3, the tool detects vulnerabilities resulting
from token mismanagement, identifies potential privacy leaks, and generates a
summary of the findings.

threshold of 4 and an invalid trial limit of 2. To improve field detection, we
extended the original keyword set based on our manual inspection.

Form Submission. We follow SAAT’s form submission logic [I], with a slight
modification. SAAT uses keyword-based matching on <input> and <button
type="submit"> elements to detect the submit button. If no match is found,
it assumes the form cannot be submitted. In contrast, we attempt submission if
the form contains only one <input> or <button> of type submit, which is partic-
ularly useful when keywords are in non-English languages. We do not attempt to
login right away after submitting the form to verify if an account was created. We
separate registration and login for three main reasons: 1. email verification may
delay login, 2. we prefer logging in from a different IP to avoid detection, and
3. capturing post-login traffic introduces overhead. Thus, we submit registration
forms first and verify login in the subsequent stage. In cases where the user is
automatically logged in after registration, we check the login status and log out
if necessary.



8 K. F. Lamisa et al.

CAPTCHAs. We encountered CAPTCHASs on 37% of registration pages during
form submission. While SAAT [I] only solves Google’s ReCaptcha, we extend
this by solving image-based CAPTCHAs and HCaptcha using the Al-driven
service AZCaptcha [4]. To trigger CAPTCHA settings, we first fill out the form
with dummy data. Then, we extract the necessary CAPTCHA information, send
it to AZCaptcha, and submit the answer along with the form.

Handling Account Verification with Gmail API. For creating test accounts, we
use Gmail accounts and control access via the Gmail API. Unlike SAAT [I], we
separate the email verification process from account creation. After each success-
ful registration submission, the registration module stores the website name. The
email verification module checks for verification emails every 10 minutes against
the list of websites and removes verified sites from the list once completed.

In SAAT [I], the registration process waits 20 seconds for verification after
each form submission. However, we found that verification emails often take
longer to arrive, and the URL expiration typically exceeds 10 minutes. As a
result, we access Gmail accounts at 10-minute intervals, reducing the overhead
and ensuring verification is handled even if emails arrive after the 20-second wait
in SAAT.

Login and Logout: After successful form submissions, we begin our login
procedure. This module also handles logout and performs automated analysis
for JWT and cookie invalidation.

Login. For all websites where a registration form is submitted, we attempt login
using the same username/email and password. If a CAPTCHA is present on the
login page, we follow the same approach as registration: fill the form with dummy
data to trigger the CAPTCHA (without submitting), extract CAPTCHA data,
and send it to AZCaptcha. We proceed to fill the actual form only when a
valid CAPTCHA answer is returned. If no CAPTCHA is present, we submit the
credentials directly to verify the login attempt.

Verify Login Attempt. Accurately distinguishing between successful and failed
login attempts is essential for our study. We adopt SAAT’s state change detec-
tion mechanism [I]. After submitting a login form, we open the login page in
a separate tab with shared storage and check for user-specific identifiers. If the
login form is still visible, the user is not logged in; otherwise, we assume a poten-
tial login. We confirm a successful login only when identifiers such as username,
email, or a logout button are found. This approach is also used to assess the
current page’s login state.

Logout. We look for logout elements in the page we landed after a successful
login. We search through HTML elements based on keywords specific to logout.
In some cases, logout elements are dynamically loaded upon user interaction. We
do not consider the case where user needs to interact with the menu where user
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profile, settings etc. are listed along with logout button i.e., the logout element
is dynamically loaded. After successful click on the logout element, we check the
state of the logged out page and consider logout action successful only when the
state changing mechanism indicates that the user is not logged in.

4.2 Automated Analysis

We ran our automated analysis on the entire dataset. Later we randomly chose
a small subset of the dataset and manually verified our heuristics in order to
evaluate the performance of LoginPlus. In the following sections we describe the
methodologies for automated analysis.

JWT Invalidation

Detecting JWTs. To detect JWTs used by web servers, we capture HT'TP traffic
and inspect the Authorization and Cookies headers using a regex that matches
well-formed tokens. Incomplete tokens that lack the standard three-part struc-
ture are excluded. After decoding, we extract the ‘alg’ field from the header and
analyze the payload for secrets (e.g., passwords, API keys) using PatternDB [7].
We also compute the expiration time from the ‘exp’ claim.

Invalidation Test. If a JWT is found in the Cookie header, we check whether it
is verified by the server. To do this, we intercept the request, remove the cookie
containing the JWT, and resend it. If the server returns an invalid response, we
infer that the JWT is required and verified. JWTs used as bearer tokens are
assumed to be verified and are not tested this way. We only retain functional
JWTs, those necessary for server validation, and store their associated requests
and responses for further analysis. Notably, some websites use JWTs in cookies
but treat them as JWTs at the server side. After collecting all the necessary data
from HTTP traffic, we evaluate whether the JWTs are invalidated after logout.
We then log out from the test account, wait for a logged out page to be loaded at
the browser, and then allow 60 more seconds for the server-side to complete the
logout process. Next, we send the previously saved requests with JWTs. When
JWTs are in cookies, we remove all other cookies except the one oontaining the
JWT. Finally, we compare the new server responses with the original ones to
determine if access is still granted post-logout.

Invalid Response Detection. Comparing responses from authenticated and unau-
thenticated requests is challenging. Simple checks like comparing status codes
or response bodies are often insufficient, as both responses may share the same
status code while the unauthenticated response includes error indicators in head-
ers or body. We begin by checking two straightforward cases: if the status code
differs, we consider the token invalidated; if the response body matches, we con-
sider it valid. When neither applies, we search the response body for error-related
keywords listed in Appendix [C] If none are found, we assume the token was not
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invalidated and the response contains content similar to an authenticated re-
quest, such as a randomized token. We prioritize these basic checks first to avoid
misclassifying ambiguous or inconsistent responses.

Privacy Leakage Through Invalid Response. To detect privacy leakage, we is-
sue requests to URL endpoints known to return personally identifiable data.
Since the homepage shown after login may not contain user-specific content,
we follow links to settings or profile pages to explore the authenticated section
of the user account. However, we avoid interactions that require user interac-
tion, such as clicking a button, as they can disrupt the page’s execution context
and hinder detection of logout elements. Regardless of whether the unautho-
rized request is accepted, the server should not return sensitive information. We
define sensitive personally identifiable information (PII) as any data provided
during registration, including email address, password, date of birth, and phone
number. We scan unauthorized responses for such data, as well as API secrets,
using PatternDB [7]. Only patterns marked with high confidence are used in our
detection.

URL Invalidation After Email Verification We verify emails using the
Gmail AP, as outlined in Section [£.1] Validation is performed only for websites
that send a verification URL, not a verification code. Since our email verification
module runs separately from the registration process, we do not wait for the
verification email to arrive or input the verification code during registration.
Once registration is complete and email verification is successful, we visit the
verification URL in a new browser instance. Initially, we visit the URL, save
the website name, and check if the user is logged in as a result of visiting the
verification URL using the method in Section {4.1

After 24 hours, we revisit the verification URL for websites where the user
was found to be logged in previously, checking the login status again using the
same method. This process is repeated after 7 days for the websites checked after
24 hours.

URL Invalidation After Password Recovery We attempt to reset pass-
words four times to evaluate the validity of reset URLs. Initially, we change the
password, followed by three additional attempts to use the same URL—immediately
after, then after 24 hours, and again after 7 days.

First, we search for reset URLs using keywords such as ‘forgot password’
or ‘reset password’ on login and registration pages. After saving the URLs, we
visit them, fill in the email field, and submit the form. A separate thread checks
Gmail every 10 minutes for reset emails. Once received, we visit the reset URL in
a fresh browser, fill out the new and confirm password fields, submit the form,
close the browser, and revisit the same URL in a fresh instance. During this
revisit, we check for the presence of the two password fields, an error message,
or redirection to the login page. If either of the latter two occurs, we treat the
URL as non-reusable. Otherwise, we submit the form again and look for error
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indicators using keywords from Appendix [C] If no clear message is shown, we
attempt login using the new password to confirm a successful reset. Affected
websites and their URLs are saved for follow-up. We repeat this test after 24
hours using the URLs that were reusable in the previous attempt, confirming
results through error messages or login attempts. Finally, we run the same check
again after 7 days for the URLs flagged as reusable in the 24-hour experiment.

Session Invalidation After Password Recovery We run this experiment in
parallel with the first password reset attempt. Before resetting a password, we
log in the user using a fresh browser instance. We navigate to the login page, fill
in the username/email and password fields, and submit the form. Meanwhile, a
separate browser instance handles the password reset. For this test, we neither
follow authenticated user URLs nor log out, as logout is only relevant for JWT
and cookie invalidation, which are completed before this phase. After submitting
the new password and confirming success, we reload the logged-in page to check
if the user remains logged in. If our login verification method indicates failure,
we skip reloading and simply close the browser. Regardless, the password reset
continues as described in Section .2

URL Token Leakage We assess how easily tokens in verification and password
reset URLs can be captured by an attacker. First, we extract tokens from the
URLs and check whether they are stored in the browser’s local storage when the
URLs are visited. Since local storage is accessible by any JavaScript running in
the page’s context, a malicious script could potentially steal the token.

Next, we evaluate whether an on-path attacker could intercept the token.
If the verification or reset email is sent without TLS, a network attacker could
capture the URLs. To determine this, we examine the headers in the received
emails—specifically the ‘Received’ headers found in the email payload, which
reveal details of each relay in the delivery path. We search for keywords indicating
TLS usage. If no TLS trace is found in any hop, we mark the email as vulnerable.

Vulnerable Cookies We collect all cookies handled by the browser during
logged-in sessions using Puppeteer’s page . cookies () method and analyze them
to check whether the ‘Secure’ and ‘HttpOnly’ attributes are set. A cookie is con-
sidered vulnerable if either attribute is false. This analysis is limited to first-party
cookies, as identifying authentication cookies falls outside the scope of this study.
Since first-party cookies may store sensitive data such as usernames, emails, or
passwords, they require strong protection. Both ‘Secure’ and ‘HttpOnly’ flags
should be enabled; otherwise, the cookie may be sent over unencrypted connec-
tions or accessed through the HTML document. We identify cookies containing
sensitive information that lack one or both of these critical attributes.
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4.3 Web Crawling and Browser Traffic Monitoring

We performed web crawling using our organization’s IP gateways. To avoid rate-
limiting or blocks, we limited ourselves to two IP addresses—one for registration
and one for post-login analysis. Puppeteer [5] with headless Chrome was used
for automation. Each page was given a 30-second wait time using SAAT to
ensure full loading, and we added a 30-second delay between navigations. To
avoid overloading servers and triggering anti-bot systems, we throttled crawling
frequency during URL discovery, ensuring minimal disruption to target websites.

We used the Chrome DevTools Protocol (CDP) for browser communica-
tion via Puppeteer’s CDPSession. We captured HTTP traffic by subscribing to
Network.requestWillBeSent for requests, and Network.responseReceived for
responses. To access Set-Cookie headers, we used Network.responseReceived
ExtraInfo. For response bodies, we called Network.getResponseBody. The
CDP session began just before login form submission and ended right before
logout, capturing traffic strictly from the authenticated session.

4.4 Limitations

Dataset Coverage. Our dataset is based on the CrUX top 1M websites, which
favors high-traffic domains and may not reflect the broader web. To address
this, we compare results across ranking tiers and observe clear differences—for
example, logout success increases from 15% in the Top 1K to 32% in the Top
100K, and session invalidation failure rises from 0% to 51%, highlighting rank-
based variation in security practices.

Automation Limitations. Since our framework relies on browser automation,
it occasionally faces issues such as unexpected closures, redirections, or page
crashes—challenges also noted in prior work [9RIT6]. Our experiments depend
on strict preconditions such as successful registration, login, and in some cases,
logout. For instance, although we logged in to 26,551 websites and found JWTs
on 1,616, we ran JW'T invalidation tests on only 520 where logout was possible.
Thus, some JWT-using websites may have been excluded due to logout failures.
Password recovery is another complex case, requiring multiple steps from regis-
tration to email handling and form submission. Any failure, such as a browser
crash or network error, at any step results in a missed evaluation for that site.

Login State Detection. We use SAAT’s state detection to verify logins, which has
a 3% false positive rate [I]. In our dataset, manual checks showed a higher false
positive rate of 7%. Since our dataset differs from prior studies, the variation is
expected. Importantly, login-related false positives don’t always impact down-
stream experiments. For example, JWT and cookie invalidation tests depend on
successful logout, which is not possible without actual login. So, unless logout is
incorrectly detected, results in Sections [D]| and are less likely to be affected.
However, JWTs may appear deeper in user sessions, and our limited automation
may miss such cases. For steps like email verification and password reset, success
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implies prior registration. To reduce false positives in other parts of the pipeline,
we also conduct random manual verification of selected domains.

4.5 Ethical Considerations and Disclosure

As our study requires creating user accounts, we create no more than one ac-
count per site. We use SAAT [I] for registration and login verification. To solve
CAPTCHA, we use AZCaptcha [4], as used in a prior work [0]. We maintain a
30-second wait time as SAAT between navigations after user login. During anal-
ysis, we only send requests to the web servers three times: right after logout, 24
hours later, and 7 days after logout. For the password recovery module, we use
accounts that we created on the websites, along with our own Gmail accounts
to retrieve the recovery emails. In Section [5.2] we show examples of JWT inval-
idation, where we modify personal details and fetch PII, always using our own
test accounts.

We contacted the websites cited in our manual verification section using
publicly available channels. Fscambia.k12.fl.us had already resolved the issue
before our outreach. In addition, our message to a business contact at Open-
Classrooms.com, among the domains we examined, was acknowledged, although
no technical follow-up was received. The remaining sites did not respond. All out-
reach was conducted in accordance with responsible disclosure norms to ensure
ethical handling of findings.

5 Results

In this section, we describe the dataset we collected and the results of the auto-
mated analysis conducted using LoginPlus. Additionally, we discuss some inter-
esting examples identified during our manual verification.

5.1 Dataset Collected

We conducted our large-scale measurement study between December 15, 2023
and January 31, 2024 using Google’s CrUX [2] top 1M websites list, which ranks
sites by their visibility in Chrome. According to Ruth et al. [3], CrUX is the
most accurate and reliable top list. We used the November 2023 snapshot and
began with the dataset from Roomi et al. [6], which includes 384,847 websites
supporting registration and login. Initially, it had login URLs for 359,133 and
registration URLs for 258,152 websites. We discovered login URLs for 6,289 and
registration URLs for 9,534 additional sites, increasing coverage to 365,422 with
login and 267,686 with registration URLs. If only one URL type is available, we
reuse it for both registration and login.

We used SAAT to submit registration forms on all 384,847 websites and suc-
cessfully submitted on 44,012 of them. However, successful submission does not
always mean a successful registration. We consider a registration valid only if the
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login attempt that follows is successful. Some submissions might be false pos-
itives—forms that weren’t actual registration forms—or false negatives, where
the account was created but login failed due to other issues, which we discuss
next.

We count a login as successful only if our state detection (Section con-
firms it. From the 44,012 registrations, we logged in to 26,551 websites. Failures
may occur due to several reasons: incorrect form identification, email verifica-
tion issues (e.g., multi-step flows we do not support), automated login blocks,
CAPTCHA, or browser crashes. While we access email every 10 minutes to avoid
expiry, some verification URLs redirect to forms we cannot handle.

We received a first email from 12,028 websites. Of those, 6,392 required email
verification via a URL, 1,128 included a verification code, and 4,508 were general
welcome emails. This indicates most websites prefer using verification URLs for
email verification.

Table [2| presents registration, login, and logout outcomes across different
ranking tiers. Submission rates are relatively stable (11-14%), while login suc-
cess peaks in the top 1K (91%) and decreases at lower ranks. Manual checks
revealed that top-ranked sites often use more consistent and semantically clear
HTML structures, which aids our automated detection. Logout success shows
the opposite trend, with only 15% success in the top 1K, rising to 32% in the top
100K, likely because top sites use dynamic or JavaScript-heavy logout mecha-
nisms that are harder to automate. These results illustrate how interface com-
plexity can impact automation outcomes, particularly for logout detection, and
reveal ranking-dependent variation in implementation practices.

Table 2: Overview of total analyzed websites: form Submission, login, and logout
across rankings

Ranking|Total analyzed|Form submission Login Logout
1K 554 81 (14%) 74 (91%)| 11 (15%)
10K 5,002 667 (13%)| 354 (53%)| 98 (27%)
100K 49,660 6,209 (12%)| 2,956 (47%)| 961 (32%)
1M 384,847 44,012 (11%)|26,551 (60%)|5,642 (21%)

5.2 JWT Invalidation After User Logout

We detected the use of JWT in 1,616 websites after successful login. Out of
these, logout was possible in 520 websites, which became candidates for our
JWT invalidation experiment. Among them, 446/520 websites (85.8%) failed
to invalidate JWT after logout. This analysis shows that 6% (1,616/26,551)
of the logged-in websites use JWT for authorization. This number may be an
underestimate, as deeper account navigation was not automated. Our manual
checks revealed that more JWTs could be uncovered by exploring user areas,
which automation often misses.
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We also found that 446/520 websites did not invalidate the JWT in at least
one request post-logout. We only consider first-party requests in our analysis.
This suggests many sites rely on token expiration rather than active invalidation.
As Table [3| shows, this trend is consistent across different rankings, indicating a
widespread reliance on automatic expiration mechanisms among developers.

In total, we identified 1,665 unique JWTs across 1,616 sites. We analyzed the
‘alg’ and ‘exp’ fields in the tokens. The most used algorithm was ‘HS256’ (68%).
While no tokens used the insecure ‘none’ algorithm, 1% used the ambiguous label
‘RSA’, which can cause confusion since JWT libraries expect standard names
like ‘RS256” or ‘RS512’, as per RFC 7518 [44].

We extracted expiry times from 968 tokens; the remaining lacked the ‘exp’
field. These ranged from 5 minutes to 20 years (see Figure , showing wide
variability. Only 22.2% of tokens expired within 30 minutes, even though best
practices recommend 5-10 minutes [2§]. This highlights the lack of standardiza-
tion and the need for developers to align expiry settings with application-specific
risks.

Table 3: Number of websites by ranking for which JWT was not invalidated after
user logout

Ranking|Not Invalidated|Total Analyzed
1K 8 (88%) 9
10K 37 (94%) 39
100K 225 (91%) 246
1M 446 (85%) 520

0-30 min 22.20%

> 30 min to 1 hour 12%

> 1 hour to 24 hours 16%

> 24 hours to 7 days 8.60%

>7 days to 14 days 3%

> 14 days to 1 month 13.40%

> 1 month to 6 months 12.00%

>6 months to 1 year 12.12%

Fig. 2: Frequency distribution of observed JWT expiry times.

Manual Verification. We perform manual verification of JWT invalidation only
after LoginPlus automatically detects and analyzes JWTs used during post-
login activities. Since identifying such JWT usage requires completing automated
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analysis first, we store all relevant requests, responses, and decoded JWTs from
websites using JWT for authorization. From these, we randomly select 50 web-
sites flagged as affected and inspect them manually. Using Burp Suite [47], we
log in to each website, match traffic logs with those saved by LoginPlus, and con-
firm that the JWTs are actively used by the server. After logging out, we delete
all cookies except JWTs and replay the requests with Burp Suite Repeater to
check if JWTs are still valid. From this manual analysis, 43/50 websites did not
properly invalidate the JWTs. This implies a false positive rate of 14%, primarily
due to automation misclassifying logout behavior.

To assess the coverage of our automated system, we also sample 50 web-
sites where LoginPlus did not detect JWT usage. By manually browsing user
accounts and simulating real user behavior, we find JWTs in 5 out of 50 sites
(10%). This is slightly higher than the 6% detected by automation, suggesting
that our measurements may underestimate JWT usage due to the limitations of
automated exploration.

Notable Examples

Fitbit.com: The fitness website issues two JWTs upon login: one for access-
ing personal information (like name, age, and phone number) and another for
tracking fitness progress (such as weight loss and meal plans). Both tokens are
expected to become invalid after the user logs out. While the first token is cor-
rectly invalidated after logout, preventing access to personal data, the second
token remains active. Alarmingly, it not only continues to provide access to fit-
ness data but also still exposes personal information. This happens because the
website only invalidates the first token, leaving the second one unchecked. As the
tokens are stateless, the server continues to accept the second token post-logout,
creating a potential security risk if the token is ever compromised.

Telegraph.co.uk: A news sharing platform issues an access token and a refresh
token upon login. The access token, a JWT with a one-month expiry, exceeds
the recommended duration [28]. After logout, both tokens remain valid. The
access token is used not only to access personal data (e.g., name, address, phone
number) but also to update profile information. Since it stays valid after logout,
user data can still be modified. Although an ID token is included in update
requests, the server appears to ignore it, replacing it with a random string has
no effect, suggesting only the access token is verified and never invalidated.

Medielogin.dk: This platform is an easy-to-use personal login website that can
be integrated with other websites and apps, allowing the same Medielogin cre-
dentials to be used across different related sites. Although the JWTs used on
the website have a shorter expiry time of 1 hour, they are not invalidated after
the user logs out. Consequently, if any of these tokens are exposed, unauthorized
parties could access and update the user’s personal details.
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5.3 URL Invalidation After Email Verification and Password
Recovery

Email Verification. We verified emails for 6,392 websites by visiting their
verification URLs. Among these, 171 URLs from different websites led to the user
being logged in immediately after verification. When we revisited these URLs 24
hours later, 83 still logged the user in. After 7 days, 34 of these remained valid
and still allowed access. This means around 2.6% of websites log users in directly
through verification URLs. While this behavior is not inherently harmful, these
URLs are typically intended for one-time use. If they stay valid for extended
periods, the risk increases in case the URLs or tokens embedded in them are
leaked.

Manual Verification. We randomly sampled 50 verification emails marked by
our analysis and corresponding URLs to manually check if the URLs are still
valid. For this, we copy and paste the URLs in a separate browser in a separate
machine. Among the 50 websites we checked manually for vulnerable email ver-
ification URLs, we have found that 70% of them are adult websites. We have
also observed that the websites give different level of access upon visiting the
URLs. For example, two websites give full access to the user account. We could
browse the different parts (e.g., profile, settings) of the user accounts. Other
websites show a static page with user information that were filled while creating
the accounts.

Password Recovery. We identified password reset URLs on the login pages
of 27,701 out of 44,012 websites. Of these, 9,448 allowed form submission but
not login, while 18,253 supported both. To capture true negatives, we attempted
password recovery on all 27,701. We received password reset emails from 1,580
websites, and LoginPlus extracted reset URLs from 1,356 of them. Manual in-
spection of the remaining 224 revealed 197 were not actual reset emails, 8 had
unrecognized reset URLs, and 19 included temporary passwords instead. We
submitted new passwords for the 1,356 websites. Among them, 219 allowed im-
mediate reuse of the reset URL. Upon verifying login, 173 sites still accepted the
newly set password, indicating the URLs were not invalidated. After 24 hours,
118 of these URLs remained valid. By 7 days, only 3 URLs could still be used,
suggesting most had an expiry time under a week.

Manual Verification. We manually examined 50 randomly selected password
recovery emails and their URLs, including the three that remained valid after
7 days. One notable case was escambia.k12.fl.us, ranked within the top 50K. In
January 2024, clicking the reset URL displayed a new password directly on the
page. This meant that an attacker with access to the URL could repeatedly log
in without the user knowing. By June 2024, the issue had been fixed, and the
URL was no longer valid. Our tool flagged all three long-lived URLs correctly,
yielding a 0% false positive rate in this sample. We attribute this to our strict
verification method, which not only tests whether the reset URL accepts input,
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but also confirms that the password was actually changed by logging in with the
new credentials.

5.4 Session Invalidation After Password Recovery

We conduct this experiment to evaluate session invalidation after password re-
covery on websites where we successfully reset passwords. We reset passwords
for 1,356 websites using recovery URLs. Our findings show that 691 out of 1,356
websites (51%) do not terminate active sessions after a password reset. This
means existing sessions remain valid—whether the legitimate user is logged in
or not. As a result, authentication cookies and tokens stay active. While users
may believe their account is secured post-reset, any malicious actor with an ac-
tive session can retain access if the site does not notify users or provide logout
options, undermining the recovery process.

Table [d] shows session invalidation rates after password recovery across differ-
ent site rankings. None of the top 1K websites failed to invalidate prior sessions,
indicating stricter adherence to security best practices. However, failure rates
rise sharply with rank: 32% in the top 10K, 45% in the top 100K, and 51% in
the top 1M. This suggests that session invalidation is often overlooked by lower-
ranked sites, increasing the risk that an attacker with access to an older session
could bypass authentication even after a password reset. These trends emphasize
the uneven adoption of secure session handling and highlight a gap that could
be exploited in real-world attacks.

Table 4: Number of websites by ranking for which previous active sessions were
not invalidated after password recovery.

Ranking|Not Invalidated|Total Analyzed
1K 0 20
10K 33 (32%) 102
100K 215 (45%) 475
1M 691 (51%) 1,356

Manual Verification. We randomly selected 50 affected websites to test session
invalidation after password reset. We logged into an account on one browser and
used a separate browser with a different user-agent to initiate a password reset.
After resetting the password, we returned to the original session and found that
39 sites failed to terminate it. The remaining 11 cases may reflect false positives
from automation errors such as login misclassification.

We also manually tested prominent sites and found inconsistent practices:
RedHat.com ends sessions after five minutes, AliEzpress.com invalidates them
immediately, while Rakuten.ca delays termination until user inactivity. These
variations highlight inconsistent adoption of secure session management. These
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findings highlight the inconsistency in session management practices across web-
sites, with varying levels of adherence to secure design principles.

5.5 Privacy Leakage

Table |5|illustrates an overall picture of the findings from our analysis for privacy
leakage.

Privacy Leakage Through JWTs. Based on our analysis, we found that out of
520 websites examined, 446 websites, constituting a majority, initiated at least
one request where the JWT remained valid even after user logout. In total,
we documented 1,249 instances across these 446 websites, wherein the requests
returned sensitive information such as personal data, API keys, or other con-
fidential details. Furthermore, we specifically identified 18 websites where such
requests yielded information such as usernames, email addresses, or passwords.
Out of the 18 websites, 6 websites were found where passwords appeared in the
responses corresponding to requests containing JWTs, and these JWTs were not
invalidated after the users logged out.

URL Token Leakage. We found that 89 out of 1,356 password reset URLs and 146
out of 6,392 verification URLs were served over HT'TP instead of HTTPS, which
increases the risk of interception. Additionally, 42 password reset URLs and
339 verification URLs stored their unique tokens in the browser’s local storage.
This practice is unsafe, as an attacker could potentially extract these tokens by
injecting malicious JavaScript into the browser [50].

We also received 174 emails that exposed user passwords in plaintext, in-
cluding 15 verification emails and 159 password recovery emails. These emails
revealed the current password rather than offering a secure reset mechanism.
This suggests that passwords may be stored in plaintext on the server side [6], vi-
olating OWASP recommendations that discourage disclosing current passwords
under any circumstances (Appendix .

Finally, our analysis of email headers shows that 57 websites do not use TLS
to send verification or password reset emails. Since these emails contain sensitive
links or credentials, sending them without encryption exposes users to the risk
of interception and potential account compromise, highlighting the importance
of secure transmission methods.

Privacy Leakage Through Cookies. Overall, 16,971 websites have at least one
first-party cookie that lacks either the ‘Secure’ or the ‘HttpOnly’ attribute.
Among them, 16,197 websites have at least one cookie missing the ‘Secure’
attribute, while 16,626 websites lack the ‘HttpOnly’ attribute on at least one
cookie. These cookies are those stored by the browser after login, and we con-
sider only cookies set by first-party domains. We do not attempt to determine
which of these are directly linked to authentication.

We further examine whether any of these vulnerable first-party cookies store
sensitive information such as email addresses, usernames, or passwords in plain-
text, SHA1, SHA256, MD5, or base64 formats. We identified 580 websites where
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Table 5: Privacy leakage detected by our analysis

Type # of websites
PII leakage:
- through vulnerable cookies 580
- due to improperly invalidated JWT's 18
- username exposure 10
- password exposure 6
- email exposure 12
- plaintext passwords in emails 174

Token leakage:
- through password recovery URLs:

- served over HT'TP 89

- tokens stored in local storage 42
- through verification URLs:

- served over HT'TP 146

- tokens stored in local storage 339
- lack of TLS in email communication 57

at least one cookie lacking either ‘Secure’ or ‘HttpOnly’ contains such sensitive
data. Of these, 141 websites have cookies with sensitive content and no ‘Secure’
attribute, while 555 websites lack the ‘HttpOnly’ attribute on cookies storing
sensitive information.

6 Conclusion

Our research focused on the critical task of session invalidation, particularly
following sensitive actions such as password recovery. While previous studies
mainly addressed cookie invalidation, we examined the underexplored domain of
token invalidation across web authentication flows. This included the improper
invalidation of JWTs after logout and the extended validity of verification and
password reset URLs, which could lead to unauthorized access.

Using our automated tool, LoginPlus, we analyzed top websites and found
that many failed to invalidate JWTs after logout, often lacking mechanisms
to revoke tokens before expiration. Furthermore, several websites continued to
allow access through outdated verification and password reset URLs, exposing
flaws in token management. We also observed security weaknesses, including
the transmission of sensitive URLs over HTTP and the storage of tokens in
local storage. Overall, our findings offer empirical insights into real-world token
invalidation practices and emphasize the need for stronger safeguards to ensure
secure session handling.

This gap may reflect limited developer awareness, reliance on third-party
authentication, or the perceived complexity and risk of implementing custom
token management. These challenges have also been echoed in prior studies and
developer reports [52] highlighting the need for better tooling and guidance.
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A  JWT Revocation: Existing Mechanisms

JSON Web Token. JSON Web Token is an internet standard optionally contain-
ing some data and signature that is supposed to be exchanged between a server
and a client. According to RFC 7519 [I8], it has three parts: header, payload
and signature.

- The header specifies the cryptographic algorithm used to sign the token via
the ‘alg’ attribute, typically HMAC or a public key method. It may also
include a ‘kid’ attribute, pointing to a key identifier or endpoint rather than
containing the secret itself. The header is base64 encoded.

- The payload contains claims such as email, username, issuer, expiration, and
issued time, allowing developers to store relevant user information. Like the
header, it is base64 encoded.

- The final part of the token is created by appending the encoded header and
payload, followed by signing with a digital signature or MAC. The three
parts are concatenated using dots, and the server verifies this section to
ensure the integrity of the payload.

Below, we outline some commonly used revocation methods.

Short-Lived Tokens. The simplest approach to address the invalidation problem
is to reduce the token’s expiry duration, ensuring it becomes invalid shortly after
issuance. However, if a user exits the system while the token remains active, it can
still be used during its valid period, even if no new tokens are issued. Although
there is no standard expiration time for JWTs, the definition of ‘short-lived’
depends on factors such as token renewal strategies, server capabilities, data
sensitivity, and the application’s usability requirements.
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HEADER: ALGORITHM & TOKEN TYPE
{
"alg": "HS256",
"typ": "JWT"

}

PAYLOAD: DATA

eyJhbGci0iJIUzITNiIsInR5cCI6IkpXVCJI9. ey
JPYXQi0jE20TkzMTgyMjksImF1ZCI6IMRIbGVNY
XRpb24ilCJpc3Mi0iJodHRWOi8vYXBpLjEyM2hl
bHBtZS5jb2060DA4MCOhdXROL2R1bGVNYXRpb24
iLCJzdWIiOiIOMTcxNTA2MTYifQ.

{
"sub": "1234567890",
"name" : "John Doe",
"iat": 1516239022

(a) Decoded form (b) Encoded form

Fig. 3: Structure of a JSON Web Token (JWT)

Blacklisting. In cases where automatic expiration is not applicable and the token
must be invalidated instantly, blacklisting can be used. The server maintains a
blacklist via in-memory cache, database, or other methods updated upon user
logout or session termination. Expired tokens can be removed periodically to
reduce overhead. However, blacklisting compromises one of the key advantages
of JWTs: their stateless nature. Since JWTs are self-contained and digitally
signed, servers typically verify them without storing session data. This trade-off
leads many developers to avoid implementing blacklists for token invalidation.

Changing JWT Secret. To achieve immediate token invalidation, a server can
change the JWT signing secret, rendering all tokens using the old secret invalid.
However, since servers typically use a single secret to issue JWTs, this approach
invalidates tokens system-wide, not just for the individual user. To target a
specific user, the server would need to maintain separate secrets per user, which
adds complexity and resource overhead, ultimately diminishing the advantages
of using stateless JWTs.

B Application Security Verification Standards (ASVS)
Recommendations

The list of OWASP ASVS recommendations [48] that we follow in our study:

Verify that logout invalidates the session tokens.

- Verify that stateless session tokens use digital signatures, encryption and
other security measures.

- Verify that out of band verifier expires out of band authentication codes or

tokens after 10 minutes.

Verify that out of band verifier authentication tokens are only usable once.
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- Verify password credential recovery does not reveal the current password in
any way.

- Verify that the out of band authenticator and verifier communicates over a
secure channel.

- Verify that the application gives the option to terminate all other active
sessions after a successful password change (including change via password
reset /recovery).

C Keywords for identifying errors

‘invalid’, ‘incorrect’, ‘error’, ‘could not’, ‘expire’, ‘bad token’, ‘bad request’,
‘timed out’, ‘not found’, ‘unable’, ‘problem’, ‘sorry’, ‘wrong’, ‘failed’, ‘does not
exist’, ‘no longer valid’, ‘not valid’, ‘not correct’, ‘re-submit’, ‘resubmit’, ‘unau-
thorized’, ‘does not match’

D Cookie Invalidation After User Logout

We revisited the experiment by Calzavara et al. [9] to evaluate session cookie
invalidation after logout. Our analysis focused on the 5,642 websites where lo-
gout was successful. Of these, 513 (9%) did not invalidate session cookies upon
logout. We re-tested these 513 sites after 24 hours and found that 325 still ac-
cepted the same cookies; after seven days, 203 websites continued to exhibit
this issue. Calzavara et al. reported a higher invalidation failure rate of 18%.
This discrepancy may reflect improved session management practices over time,
potentially driven by increased privacy regulations or developer awareness. Fur-
thermore, we used the CrUX top list, whereas their study relied on the Tranco
list, which could introduce differences in site composition and security posture.

E Third-Party Scripts

We list all the third-party scripts in the login page. After a login page is loaded
we search all the jscript; elements and determine from the source if the script
belongs to third-party. If the source of the script do not contain the website name
we mark it as a third-party script. Our method might mark a first-party script
as third-party in the case where the first-party do not use their original website
name for the source of the script. Similarly when a login attempt is successful
we collect scripts from every page as we navigate until we log out of the account.
We then identify whether any new third-party script is loaded when the user
was logged in. We also categsorize the third-party scripts as tracking scripts,
advertisement and unknown using EasyList.

We found that 89% of websites that has a login page contains at least one
third-party script. On average there are 18 third-party scripts in a login page.
We have found third-party scripts in 87% of websites after a user is logged in.
On average 19 third-party scripts are found after logging in. We also observed



Measuring Security and Privacy Issues in Real-World Web Logins 27

that 24% websites add new third-party scripts after logging in. 73% of websites
have tracking scripts, 56% websites have advertisement scripts and 38% websites
have unknown third-party scripts after login.

Overall, we identified 1277 unique third-party domains that execute scripts
after logging in. Among them 291 are categorized as tracking domains, 189 are
as advertising and the rest remain unknown. Among the third-party domains,
googletamanager.com has the highest number of occurrence. Other domains that
are frequently seen are google-analytics.com, facebook.net and doubleclick.net.
Table [6] contains the statistics of the presence of third-party scripts.

Table 6: Top 20 Third-Party Domains

website type|No. of Websites
googletamanager tracker 482
google-analytics tracker 332
doubleclick advertising 250
facebook tracker 209
gstatic tracker 180
googlesyndication|advertising 176
googleadservices tracker 143
googletaservices |advertising 142
cloudflare tracker 136
jsdelivr advertising 95
ajax tracker 89
criteo tracker 87
cloudflareinsights tracker 86
bing tracker 65
ampprojects unknown 60
usync unknown 58
tiktok tracker 53
pubmatic advertising 49
hotjar tracker 48
clarity tracker 47

F Third-Party Cookies

We collect third-party cookies found in a page when a user is logged in. We cat-
egorize the cookies as advertisement, trackers and unknown based on EasyPri-
vacy and EasyList [46]. We have found 1,677 websites containing at least one
third-party cookie saved by browser when a user is in logged in state. In total
320 websites contain either one third-party cookie that is associated with either
tracking or advertising. 63/320 websites have at least one tracking cookie and
318/320 websites contain at least one cookie associated with advertising. We
have found 26 unique tracking and advertising third-party websites.
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